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When Homogeneous becomes Heterogeneous

Wearout Aware Task Scheduling for Streaming Applications

David Roberts, Ronald G. Dreslinski, Eric Karl
Trevor Mudge, Dennis Sylvester, David Blaauw

{ daverobe,rdreslin,ekarl,tnm,dmcs,blaauw} @eecs.umich.edu
Advanced Computer Architecture Lab

University of Michigan
2260 Hayward Ave

Ann Arbor, MI 48109-2121

ABSTRACT
Recent trends in process technology suggest the need to moni-
tor transistor wear-out in future processes. Because of within-
die variation and the di!erent computations being run on
each core in a multi-core chip, this wear-out causes further
imbalance to initial core frequencies as time progresses. Fur-
thermore, manufacturing defects mean that cache sizes can
vary between cores, adding further imbalance to a system.
If we allow di!erent cores to independently control their op-
erating frequency we can achieve the best possible perfor-
mance for their part of the die. Other parts of the system
with slowly degrading performance can include interconnects
and Flash-based Þle caches. In this paper we Þrst explain
how conventionally homogeneous multi-core processors can
become heterogeneous over time. We discuss possible oper-
ating system based solutions to maximize the performance of
a system as it wears out and present illustrative theoretical
results based on linear programming. We demonstrate that
for a class of streaming applications, an intelligent schedul-
ing scheme recovers a signiÞcant amount of performance lost
through wear-out. We advocate the need for multiple accu-
rate performance measurements for e!ective scheduling in a
wearout-aware multicore chip.

1. INTRODUCTION
The objective of this paper is to consider which techniques

to apply for system management when performance levels of
processors on a homogeneous multi-core chip become imbal-
anced. This situation arises due to variation and wear-out in
the cores themselves, their caches or interconnect circuitry.
The conventional design approach is to assume that all cores
run at a global maximum frequency dictated by the slowest
core [1]. This removes the need for complex synchroniza-
tion for inter-core communication. However, allowing cores
to operate at different frequencies allows the most perfor-
mance to be extracted.

Multi-core chips are being built with smaller and less re-
liable process technologies. Intra-die variation means that
different areas of a single chip can sustain different maxi-
mum frequencies, at a given supply voltage [1]. Alterna-
tively, voltages could be adapted to maintain a consistent
frequency for each core or group of cores [2]. Coupled with
local caches that have different sizes at different voltages
due to repaired defects [3], each thread of execution can run

at a different performance level. This scenario is put for-
ward by Sylvester et al. with their ElastIC architecture [4].
They propose an array of computation units with a central
management unit to monitor and respond to the gradual
wear-out of a future silicon chip. These wear-out effects in-
clude electromigration, gate oxide breakdown, negative-bias
temperature instability (NBTI) and hot carrier injection,
and will be discussed in a later section. There have also
been publications on how to gracefully retire failed cores for
continued operation on a conventional multi-core chip [5].
The overall effect of wear-out is for initially homogeneous
multicore chips to become heterogeneous over time.

For multicores on unreliable process technologies, a network-
on-chip (NoC) interconnect is beneficial, providing multiple
routing paths in case of faults as well as support for different
frequency domains [6]. To operate similarly to conventional
multi-core architectures, the NoC needs to support cache co-
herence. Cache coherence in NoC systems is discussed in [7,
8]. In addition, defect-tolerant switches for communication
between cores are proposed in [9].

Figure 1 shows an example of a system exposed to wear-
out. The purpose of this diagram is to show the types of sys-
tem component that can be affected by wear-out based on
the most recent research ideas, rather than a contemporary
architecture. Cores in the main voltage domain have their
frequencies adjusted to match their individual f max values.
A core in a separate voltage domain has its voltage adjusted
to meet a performance level dictated by the demands of soft-
ware running on it, to save energy. The cores communicate
through a set of fault-tolerant switches, which may employ a
directory protocol and dynamic routing around failed nodes.
There is external communication to off-chip DRAM mem-
ory, and a Flash-based disk cache [10]. All components of
the system are subject to wear-out over time. Management
at the system level is therefore important to obtain max-
imum throughput and lifetime. At a given point in time
management of the system can be handled the same way a
heterogeneous systems are handled. However, the change in
the system over long periods of time means that traditional
programming and compilation techniques available to het-
erogeneous scheduling may not be able to adapt. It will be
beneficial for the OS to have a variety of performance coun-
ters to adapt to the long term changes that occur within the
system due to wearout.

By deciding which software threads run on which cores, it
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Figure 1: Wear-out tolerant multicore chip

is possible to either maximize throughput or reduce power
and wearout e!ects. Thread management on heterogeneous
multicores has been addressed by prior work with the aim of
optimizing performance [11] or under a power budget [12].
However, these did not consider a hardware platform whose
performance changes over time. Several theoretical schedul-
ing algorithms have been proposed which increase perfor-
mance by running the most appropriate threads on each
core [13, 14, 15]. To be accurate, schedulers require detailed
knowledge and prediction of thread behavior on each core.

Centralized management on a dedicated unit has frequently
been proposed as an option. For example, ElastIC [4] has a
Diagnostic and Adaptivity processing unit (DAP) that takes
units o!-line and tests them using test vectors and sensor
devices. It can also perform active healing to reverse wear-
out e!ects including negative bias temperature instability
(NBTI) and electromigration. The alternative is to tem-
porarily allocate the task of system management and thread
scheduling to an under-utilized computation unit [15].

The rest of the paper is organized as follows. Section
2.1 provides an explanation of process variation and wear-
out. Section 2.2 covers the aspects of memories (includ-
ing variable-size cache and Flash) and unreliable intercon-
nect is discussed in 2.3. From a software standpoint we
then provide background on Streaming applications (2.4)
and thread scheduling for heterogeneous systems (2.5). In
sections 3 and 4 we provide analytical results comparing dif-
ferent scheduling schemes to handle wearout. We conclude
in section 5 by suggesting a coordinated approach to man-
aging all of these components under wear-out conditions.

2. BACKGROUND & RELATED WORK
The Þrst three sections will describe ways in which ini-

tially homogeneous systems degrade and become heteroge-
neous over time. Then the next two sections will present
background and related work on a particular task scheduling
problem for streaming workloads that will later be studied
in the context of a homogeneous chip undergoing wearout
e!ects.

2.1 Process Variation and Wearout
Recent trends [16, 17] suggest that the negative bias tem-

perature instability e!ect (NBTI) and dielectric breakdown
will remain critical mechanisms for degradation or ÒsoftÓ
breakdown of integrated circuits despite the transition to
new manufacturing materials. Soft breakdown events, de-
Þned as an event in which the system fails to meet previous
performance speciÞcations (typically power or delay), are
particularly di"cult to safeguard against using traditional
corner-based reliability qualiÞcation. Systems with di!erent
workloads, usage proÞles and environmental conditions will
degrade at di!erent rates and to di!erent extents. A suitable
reliability guideline for one system in operation may place
an unwarranted limitation on the performance of another
system under di!erent conditions. A brief review of these
two dominant soft breakdown mechanisms will illustrate the
nature and magnitude of soft breakdownÕs impact on system
performance that one can expect over system lifetime. It is
this impact on system performance that will lead an ini-
tially homogeneous system to degrade into a heterogeneous
one over time.

The NBTI e!ect is observed primarily in PMOSFET de-
vices biased negatively (conducting current) at high temper-
atures. The e!ect is caused by trap generation (and reversed
by annealing) near the oxide interface when Si-H bonds are
broken by collisions with holes. The e!ect is time depen-
dent, following a power law relationship with the time of
applied stress (! = 0 .25) and exhibiting a strong depen-
dence upon the electric Þeld across the oxide. The genera-
tion of the traps leads to a reduction in saturation current of
the device, increasing device and circuit delay as the transis-
tor ages. Interestingly, the process can partially reverse the
e!ects through natural annealing when stress is removed.
Thus, the precise degradation to expect on any given sys-
tem is highly dependent upon workloads and environmental
conditions. In [18], the simulated e!ect of NBTI on a 70nm
device is a 50-55mV threshold voltage (Vth) shift, leading
to 8-10% change in circuit delay over lifetime. Maximum
delay changes to NBTI e!ects average 8.5% across ISCAS85

2



benchmark circuits in another work [19]. Although delay
change in these studies is limited to 10% or less, a 50 mV
shift in threshold may become more significant as the base-
line threshold voltage may scale in future technology gener-
ations. The timescale for the stress and recovery effects of
NBTI are uniquely short; 75% of the degradation or recov-
ery can be observed minutes after the application or removal
of voltage and temperature stress.

The oxide breakdown effect is caused by interaction with
tunneling charges through thin-film oxides, used on the gate
of MOSFET transistors and the insulation between neigh-
boring interconnects. Traps, or interface states created in
the oxide lead to a reduced energy required for a tunneling
charge to pass through the oxide. Over time, the gate leak-
age current of a degrading MOSFET will increase eventually
violating timing or power constraints and in extreme cases,
causing a permanent fault at a particular circuit node. The
oxide breakdown effect is exponentially dependent upon the
electric field (voltage) and the probability of defect gener-
ation also has a strong, positive correlation with the ox-
ide temperature. This implies that temperature reduction
through frequency or voltage decreases and improved cool-
ing can increase lifetime. Oxide-related soft breakdown can
cause up to 30% variation in the delay of a simple buffer
circuit [20]. The timescale for degradation in delay for oxide
soft breakdown is highly variable, with slow degradation to
ultimate failure taking up to years to develop [21].

A microprocessor and operating system can be made aware
of this wear-out via several hardware techniques. Sampling-
based detection [22, 2] works by either measuring signal
propagation time through an artificial delay, or identifying
and correcting late-arriving signals to handle the increas-
ing logic delay mentioned above. Another option is periodic
testing for correct operation under reduced delay margins
in order to expose new paths whose delays have increased
[23]. The operating system can periodically read the delay
metrics and alter its schedule to match the modified hard-
ware capabilities. For permanent, hard faults identified by
error correction and detection circuits (in memories, for ex-
ample) the OS can immediately be informed of the change
in latency or storage capacity.

2.2 Memory
On-chip cache memories are becoming increasingly sus-

ceptible to process parameter variations and voltage changes
[3]. This is also reflected by the adoption of cache fault-
tolerance schemes such as Intel’s Pellston [24], which selec-
tively disables individual faulty cache lines. Studies have
shown [25] that erratic fluctuations of minimum operating
voltage can occur for random cells in 90nm SRAM arrays.
SRAM reliability becomes worse with shrinking cell sizes,
and there are three basic solutions. These are to maintain a
higher voltage, keep SRAM cells relatively large or perform
error correction. Error correction (ECC) increases memory
access latency and if ECC capability is exceeded, reduces
capacity by disabling blocks. The operating system must
be aware of such changes to maintain maximum possible
performance.

As shown in Figure 2 (taken from [3]), cache cell failure
rate increases exponentially as voltage is scaled. The graph
shows that for this simulated 45nm process, a small reduc-
tion in voltage can cause a large increase in defective cache
lines. Supply voltage may need to be reduced to offset NBTI

and oxide breakdown effects or to reduce energy consump-
tion. As operating voltages are lowered there is a reduc-
tion in the static noise margin (SNM) of the SRAM cell.
Since SRAMs are typically sized for optimal density and
for use at high operating voltages, a reduction in SNM dra-
matically increases the likelihood that the cell value will be
flipped when exposed to noise. Random dopant fluctuations
(RDF) further exacerbate SRAM variability by changing de-
vice threshold voltage (Vth ) [26]. At low voltages, there is
a stronger relationship between Vth and device drain cur-
rent, increasing the effect of RDF. Since RDF is a local
process variation, individual devices within a single SRAM
cell become mismatched, reducing static noise margin and
increasing failure rates. The effects of RDF are expected to
increase in newer process technologies since the change in
Vth is inversely proportional to the root of the channel area.
This will further increase SRAM failure rates.

As operating voltages are lowered conventional error cor-
recting codes quickly become overwhelmed by the number
of faulty bits. The only option at that point is to disable an
entire cache line. This will have a negative effect on perfor-
mance of which the operating system needs to be aware. In
a system employing adaptive voltage scaling, this is a realis-
tic scenario. Coupled with process variation, it is likely that
processor caches will not be of equal size and their impacts
should be considered. An operating system with knowledge
of the current cache size or miss rate can perform more intel-
ligent scheduling for performance or lifetime optimization.

Flash Memories are becoming a common feature of sys-
tems as a convenient, low-power non-volatile storage medium.
They can also be applied in a more intensive context such as
a low-power file cache [10]. As the Flash ages its write and
erase latencies increase to compensate for reducing thresh-
old voltage (Vt ) margin (Figure 3) [27]. Erratic bits in Flash
memories [28] have been observed when blocks of bits are
erased, causing unpredictable jumps in threshold voltage.
This behavior is due to positive point charges in the tunnel
oxide, between the transistor channel and the floating-gate.
When the number of faulty bits per block exceed the ca-
pabilities of an error-correcting code (ECC), blocks are dis-
abled, reducing the capacity of the memory. Therefore this
is another instance of wear-out affecting system performance
over time, especially for file cache applications.

2.3 Interconnect
Electromigration is another reliability mechanism of in-

terest given the trend of multi-core design and increasingly
large on-chip memories. EM is an effect caused by the col-
lision of electrons and metal atoms in interconnect leading
to physical transport of the metal atoms in the direction of
electron flow. Over time, the transport mechanism leads to
opens or shorts in interconnect and failures in most circuits.
The EM effect is pronounced with high current densities
which may be observed in power networks on chip and is
1000 times more likely to lead to reliability issues in wires
featuring mostly uni-directional electron flow [29]. Large
bus structures between caches and processing elements or
nodes in a multi-core or network on a chip are likely to re-
sult in unidirectional electron flow, since the bus wires are
driven from different ends very frequently.

Hard faults may exist in the interconnect of a large mul-
tiprocessor system, and will not cause catastrophic failure if
appropriate fault tolerance is in place. Soft errors can also
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occur and are often dealt with using multiple layers of error
correction [6]. Because of the increased likelihood of hard
faults in the future process technology where wear-out is
most signiÞcant, a NoC allows connection and disconnection
of faulty units. NoCs can a!ect performance however, espe-
cially for streaming applications where the choice of thread
to CPU allocation can change the number of nodes across
which data is routed.

As an example of how variable NoC latency can be han-
dled, hardware could track coherence tra"c identifying which
threads communicate the most data to each other. With
prior knowledge of the running software, for example through
software hints, the operating system can be informed of
communication patterns without extra hardware. A thread
schedule can be formed whereby communicating threads are
physically adjacent to each other to minimize router hops on
a NoC.

2.4 Streaming Applications
Many modern applications are based on the concept of a

stream. Multiple examples are presented in [30] and include
software radio, network protocols, video and audio applica-
tions. They are characterized by operation on a large stream
of data items that are processed by one or more algorithms
in a graph of interconnected threads. The graph does not
change very often for the duration of a program run.

Vadlamani et al. investigate memory hierarchy perfor-
mance in the context of streaming programs on multi-threaded
and multi-core hardware [31]. By measuring the coher-
ence overhead of communication between threads within and
across cores, they make architecture-speciÞc software opti-
mizations tailored for each architecture. For example, the
synchronized pipelined parallelism model (SPPM) splits al-
gorithms into stages allocated to each thread. These threads
are forced to communicate through the cache, increasing
performance for chips with shared L2 cache. However, for
cores with private L2 caches, communication latency o!sets
the beneÞts of SPPM over the standard spatial decompo-
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sition model (SDM) where the same algorithm operates on
different data in parallel.

When the time arrives to allocate a thread to another core
(to maximize performance), consumer threads should be al-
located to the core that produced their input data because
the producer’s local cache will still contain that information.
This is a similar concept to Polymorphic Threads [31] except
that it would be a secondary hint applied to the through-
put based thread migration scheme which we examine in our
experiments (Section 3.1).

To demonstrate our wear-out aware schemes we employ a
restricted type of stream program as a simple benchmark.
It consists of a chain of threads running on a system with
the same number of processors (Figure 4). The first thread
simulates the work involved in processing a block of data by
performing a number of iterations of a loop, before writing a
block of data into a queue. Each pair of threads in the chain
is connected by a queue from which it reads the next block of
data to be processed, before writing the results to its output
queue. This is similar to the benchmarks used with SPPM
but with more processors and threads on a multi-core chip.

The benchmark is complete when a specified number of
blocks have been processed by every thread in the chain.
This simple program is adequate to show the benefits of
wear-out aware scheduling.

2.5 Task Scheduling in Heterogeneous Systems
Task scheduling on heterogeneous multi-cores is a widely

studied field. Theoretical as well as practical works exist,
providing scheduling policies and heuristics to determine
which thread to run on which processor and at what time.
Our work specifically addresses streaming applications, and
the following related work is relevant.

In [11] they present a dynamic assignment policy based on
runtime thread behavior. Running SPEC2000 benchmarks
on a system with Alpha EV5 and EV6 processors, they mi-
grate threads between cores based on changes in IPC. Simu-
lations are driven by execution traces on the M5 simulator.
For a multi-core system where the cores have the same archi-
tecture, IPC alone is not an effective metric for scheduling
because any thread will have the same IPC on any core (ig-
noring cache variations).

The Synchronized Pipelined Parallelism Model (SPPM)
[32] runs experiments using a streaming model similar to
our own. Producer and consumer thread pairs run on a si-
multaneous multi-threading (SMT) processor. A bound is
placed on the minimum and maximum amount of uncon-

sumed data that has been placed in the cache. By restrict-
ing the amount of shared data spilling out of the cache, they
show a performance increase. We extend this work by con-
sidering heterogeneous CMPs rather than SMT, and longer
thread chains than a single producer/consumer pair. In our
software model, we also allow buffer sizes to be restricted,
minimizing cache spills.

The authors of paper [13] modify the “maximum utiliza-
tion scheduler” algorithm to work better with processors
running at different speeds. They point out that the gen-
eral problem of minimizing the execution time of dependent
tasks on multiple processors is NP-hard.

In [15] they propose a dynamic scheduling algorithm called
Self-Adjusting Scheduling for Heterogeneous systems (SASH).
They also propose the use of a dedicated scheduling proces-
sor so as not to interfere with task execution. The algorithm
requires an estimate of the execution time of any task on any
processor. Therefore a real implementation needs hardware
performance statistics to provide this information for a more
effective schedule.

3. METHODOLOGY
After understanding some of the mechanisms in which ho-

mogeneous processors wear out and a particular schedul-
ing problem that arises for streaming applications, focus is
now shifted to quantifying gains from different scheduling
schemes. The following section will describe the analysis we
performed.

3.1 CPU Allocation Policies
To show the benefits of intelligent thread scheduling on

heterogeneous systems, we compare three different policies,
as follows;

¥ “No wear” - the baseline where all processors run at
maximum frequency

¥ “Static” - allocate the most work intensive thread to
the fastest cores, in descending order. The allocation
remains for the duration of the program run.

¥ “Linear” - A dynamic thread migration scheme whereby
a linear program calculates the amount of time that
each thread should spend on each core to equalize
block throughput between threads. A thread migra-
tion schedule is then derived using a simple algorithm.
This has the effect of maximizing steady-state perfor-
mance.
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As our ÒNo wearÓ baseline we assume a system of homo-
geneous processors running at 2 GHz. Threads are statically
allocated to cores, so the overall block throughput of the sys-
tem is restricted by the thread with the longest execution
time per block.

The ÒStaticÓ policy also restricts execution of each thread
to a single core. However, the cores run at di!erent frequen-
cies representing a worn-out system. The threads are allo-
cated to cores starting with the most demanding thread on
the fastest core. This reduces the amount of idle time where
threads are waiting for the bottleneck thread to produce or
consume data.

The ÒLinearÓ policy employs a schedule determined us-
ing several constraints and a linear program. The program
speciÞes how long each thread should execute on each core
relative to the others. The main constraints equalize the
blocks per second metric (block throughput) of each thread.
The objective is to obtain maximum blocks per second un-
der this constraint. By equalizing the thread throughput,
bu!ers are neither empty or full most of the time, reducing
stalls. For our example, the schedule was derived using the
MATLAB linear program solver. For a reasonable number of
cores, it is feasible to periodically evaluate the schedule and
re-adjust the amount of time threads spend on each core.
If the workload is fairly consistent, frequent re-evaluation
is not necessary and and can be performed on one of the
common cores or a dedicated scheduling core.

The following simple model approximates throughput in
our system.

Let each thread Tx require I x instructions to process a
unit of data (block). When running on CP Uy of a Y-core
multiprocessor chip with frequency Fy , block throughput for
thread x on core y is;

T hroughput x,y =
IP C ∗ Fy

I x
(1)

Since we can measure cycles per block (Cx ) for the core
which a thread is running on, throughput can also be deÞned
by;

T hroughput x,y =
Fy

Cx
(2)

Assuming that any thread will exhibit the same cycles per
block on any core, this can be used as a measure of how a
thread will perform. However, parameters such as di!erent
IPC, bus to core clock ratios and di!erent cache sizes can
break this assumption on a complex heterogeneous system.

Our policy uses a linear programming algorithm to decide
how long each thread should run on each core to obtain max-
imum overall throughput. As an example, if a producer runs
on a fast core and completes its work before a slower con-
sumer, the consumer can switch to the fast core to complete
its work. This has two advantages;

• Some produced input data will still be present in the
producer coreÕs cache

• The consumer Þnishes earlier because it runs on a
faster core for some of the time.

The linear programming problem is deÞned as follows.
The variables in our problem are the fraction of time each

thread should spend on each core. Therefore withX threads
and Y cores, there areX ∗Y variables. These variables are;

{v1,1, v1,2, ..., v1,Y , ..., v2,1, v2,2, ..., vX,Y } (3)

The throughput function which we want to maximize is;

v1,1.
F1

C1
+ v1,2.

F2

C1
+ ... + v1,Y .

FY

C1
(4)

This equation represents the average throughput of thread
1. Later, we specify constraints such that the throughput of
every chained thread is equal.

Now we deÞne the constraints which must be met. These
fall into three categories;

• Equivalence constraints specifying that every threadÕs
throughput is equal

• Bounding the fraction of time that threads execute on
any one core between 0 and 1

• Bounding the fraction of time a thread can be executed
between 0 and 1

The throughput constraints are expressed between each
possible pair of threads. Therefore a total of

(X
2

)
constraints

are needed, speciÞed as follows.
For each pair of threads Ta and Tb, add a constraint;

(
va, 1. F 1

C a
+ va, 2. F 2

C a
+ ... + va,Y . F Y

C a

)
−

(
vb,1. F 1

C b
+ vb,2. F 2

C b
+ ... + vb,Y . F Y

C b

)
= 0

(5)

Another Y constraints are needed to bound the time threads
spend on each core. For each threadx, add the following
constraint;

0 ≤
Y∑

y=1

vx,y ≤ 1 (6)

Finally, to ensure that each thread is busy between 0 and
100% o the time, a constraint is added for each corey;

0 ≤
X∑

x =1

vx,y ≤ 1 (7)

A further step is required to derive a schedule after the lin-
ear program provides the amount of time each thread should
spend on each core. The simplest approach is to take the
Þrst CPU and allocate threads to that core in sequential
order. For each successive core, threads are allocated in
sequential order to the Þrst time slot where that thread is
not already allocated to another core. The linear program
constraints ensure that it is possible to derive a schedule in
this way, since no thread consumes more than a maximum
execution period of 1.0 across any combination of cores.

Future scheduling algorithms should look at additional
performance metrics from the system that will help to han-
dle changes in cache size and routing latencies. It will also
be beneÞcial to detect sharing patterns and schedule threads
that communicate in physically close locations or migrate
consuming threads into their producers location to avoid
cache warmup penalties. We leave these performance coun-
ters and scheduling algorithms for future work.
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Figure 5: Data block throughput comparisons for di!erent thread work and CPU frequency ratios
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4. RESULTS
In Figure 5 we present a theoretical comparison of the

scheduling policies applied to 3 threads running on 3 cores.
Figures 5(a) and 5(b) assume all threads require equal work
per block (hence the ratio 1:1:1 in the graph title). The Þrst
graph shows a moderately worn out system with three cores
at clock frequencies 2.0, 1.8 and 1.6 GHz. The Þrst plot on
each Þgure is block throughput normalized to a static thread
allocation on a non-worn out system with three cores, all at
2.0 GHz. For low levels of wear-out, the ÒStaticÓ policy per-
forms relatively well (Figure 5(a)). However at greater lev-
els of cpu imbalance (5(b)) there is signiÞcant performance
degradation. In all cases, a static allocation that does not as-
sign the most demanding threads to the fastest cores would
be even slower. The optimal solution found using the ÒLin-
earÓ policy recovers some of the performance lost due to
wear-out, providing a more graceful degradation in perfor-
mance. The second plot on each Þgure indicates the aver-
age time spent idle across all three cores. With a balanced
thread workload, there is obviously no idle time in the ÒNo
wearÓ case. However, when core frequencies become imbal-
anced, faster cores are forced to become idle while waiting
for the slowest thread to complete (Figures 5(c) and 5(e)).
The static allocation results in a signiÞcant amount of idle
time due to thread and core frequency mismatch. Periodi-
cally migrating the threads between cores (the ÒLinearÓ pol-
icy) makes use of available idle time to increase throughput.
As graphs move down the page the thread workload becomes
more imbalanced.

The Þnal plot gives the output of the MATLAB linear
program solver as the fraction of time each thread spends on
each core. The allocation ensures that block throughput of
each thread is equalized while at the same time maximizing
blocks per second. Sometimes it is impossible to eliminate
all of the idle time (Figure 5(e) for example) because the
most demanding thread (T3) spends almost all the time
on the fastest core and becomes the bottleneck. The other
threads are signiÞcantly less demanding and easily match
T3Õs throughput on the slightly slower cores leaving some
slack time on core 3. The most beneÞts are seen when there
is greater frequency deviation between cores.

5. CONCLUSION AND FUTURE WORK
In this paper we have set the scene for operating system

based management of wear-out e!ects. We primarily ad-
dressed performance optimization considering only proces-
sor elements. A wealth of future work exists in producing a
coordinated scheme to manage the interacting e!ects of in-
creasing cache and memory latency and decreasing storage
capacity.

Our investigation into scheduling policies for a stream-
ing benchmark indicates that making the operating system
aware of thread throughput can recover a large fraction of
performance lost due to wear-out. It is therefore worthwhile
to investigate systems with more cores. Increasing numbers
of processors and the use of NoCs implies greater latency
between physically distant cores. Information on streaming
data patterns can be used by an enhanced scheduler to min-
imize cost by placing communicating threads close to each
other. Since the software itself follows a streaming model,
the communication patterns are known in advance by the
operating system, which may otherwise have to be discov-

ered by hardware.
We conclude that multiple, accurate hardware performance

statistics are required to get good throughput on a worn-out
multi-core chip.
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     


   
     
   
     
   


  
  
  
    


  
     


      
   

   

 
  


      
     
  
   
     
   


      
    
   


  
   
  
   


      
 
   


      
     
    


      
   
  
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      
   
      

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ABSTRACT
In this work we present queue-based energy management
strategy for multicore platforms running multimedia appli-
cations. Di!erently from traditional approaches based on
processor utilization, the proposed technique exploits the
observation of communication bu!ers between data producer
and consumer cores to adjust the processing speed of the
producer.

Speed regulation is performed through a non-linear con-
trol feedback algorithm. To handle the presence of multiple
producers running on the same core, a multiple-input single
output (MISO) controller has been designed that merges the
observations of multiple output bu!ers. The resulting clock
frequency and voltage scaling applied to the producer core
leads to consistent energy reduction with respect to utiliza-
tion based approaches.

Being targeted to heterogeneous architectures, the tech-
nique has been implemented at the middleware level on top
of local operating systems running on each core. We demon-
strate through experimental evidence that the proposed en-
ergy management strategy is e!ective in improving energy
e"ciency on multicore platforms. To this purpose, we show
comparative results against state of the art solutions based
on local DVFS control. Experiments have been carried out
on a cycle-accurate, energy-aware, multiprocessor emulation
platform running a software FM Radio benchmark.

General Terms
Multiprocessors, energy management, voltage scaling, con-
trol theory
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1. INTRODUCTION
Embedded multicore platforms for multimedia must han-

dle data ßow oriented applications where cores act as pro-
ducers and consumers of the data stream. A typical pro-
cessing chain could be represented for instance by a general
purpose processing unit sending a compressed audio stream
to a DSP for decoding. The decoded stream then is passed
to an audio sink for playback.

Memory bu!ers between cores are typically used as a
communication channel between the cores to handle syn-
chronization issues, due to mismatches in actual processing
speed [26, 31]. A proper selection of the clock speed of each
core is critical in such type of systems when they have to be
equipped on energy-constrained platforms, due to the ap-
proximately cubic relationship between energy consumption
and frequency. To achieve energy savings, dynamic voltage
and frequency scaling (DVFS) support has been introduced
in multimedia processors. In multicore platforms, the speed
of general purpose elements can be independently selected
from the speed of DSPs [5]. In future platform, it is likely
that the speed of general purpose cores will be independent
from each other [16]. Voltage scaling alone is still e!ec-
tive for 90nm and 65nm technology, where static energy is a
small fraction of total energy. Future technologies will be re-
quired to implement a combination of DVFS and aggressive
power gating support to reduce leakage power.

Dynamic voltage scaling algorithms have been widely im-
plemented in single processor systems. In some cases they
are embedded in the OS. ARM Intelligent Energy Manager
(IEM) is an example of an integrated voltage scaling solu-
tion [4]. However, when target ing multicore platforms run-
ning data-ßow oriented applications, traditional approaches
that looks at the local processor utilization are not longer
e!ective. The main reason is that they disregard the inter-
action between processing elements such as data producers
and consumers, being the utilization an indirect measure of
the throughput required by the consumer which determines
the overall throughput requirements of the application and
thus the wanted quality of service (QoS).

Conversely, queue observation allows to react when really
needed (i.e., the queue is depleting) in a more e!ective way.



This prevents frequent clock speed switchings that have a
cost in terms of performance and energy. Exploiting a feed-
back control technique, speed can be adjusted so that bu!er
level is kept within a deÞned range. Here it must be noted
that both queue-empty and queue-full conditions are also
not desirable from an energy perspective. Even if the core is
shut-down when the queue is full, this simple on-o! control
policy lead to energy waste because of the cubic relationship
between energy and frequency.

Compared to feedback control techniques proposed in the
past [3, 29, 17, 28], in this paper we give two innovative
contributions. First, we extend the non-linear control ap-
proach presented in[3] to handle the case of multiple out-
going queues that arises when multiple producer tasks run
on the same core. Second, we provide a middleware-level
implementation running on top of local operating systems,
suitable for heterogeneous architectures.

To demonstrate its e!ectiveness, the proposed control
technique has been implemented on a cycle-accurate, energy
aware, multiprocessor hardware emulator [7]. As we tar-
get heterogeneous platforms, each core runs its own operat-
ing system and exploits a custom middleware implementing
communication, synchronization and resource management.
The control algorithm has been implemented inside the mid-
dleware as a part of the queue management layer, avoiding
modiÞcation of the local schedulers.

Experiments have been performed on a software FM ra-
dio application, where workload variations are implemented
through online variations of output sample rate require-
ments. When increasing performance requirements, task
remapping on an increasing number of cores is needed. In
this context, our approach is able to adapt to the various
conÞgurations, independently from the number of tasks on
each core. Results show that the non-linear feedback con-
trol strategy consistently reduces energy consumption with
respect to local DVFS strategies.

The rest of the paper is organized as follows. Section 2 re-
sumes our previous results concerning non-linear controller
design. In Section 3 the MISO extension of the feedback
control algorithm is presented. Section 4 presents the tar-
get architecture and the integration strategy in middleware
layer. In Section 5 experimental results are presented. Some
Þnal conclusions are drown in Section 6.

2. BASICS OF THE FEEDBACK DVFS
CONTROLLERS

In this section we outline the basics of the control theoretic
approach, focusing on single-input, single-output (SISO)
control low [1, 3]. This can be applied in case communica-
tion between a single producer task and a single consumer
task on two di!erent cores.

2.1 System model
Consider the pipeline represented in Figure 1, where all

workers W1,...,Wm are single-processors. Denote asfP , fW1,
. . ., fWm, fC the frequency of each processors and letQi

(i = 1 , 2, . . . , m + 1) be the current occupancy of the i-th
inter-processor queue. It is sensible to assume that the data
rate of each processor is proportional to the corresponding
frequency through some positive time-varying coe"cient.
By using a queue-oriented terminology, we can distinguish
for each processors the input data rate as the rate at which

data packets are input to the next queue, and the output
data rate as the rate at which data packets are taken from
the previous queue.
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Figure 1: Pipelined conÞguration.

To facilitate the system modeling we deÞneQi(t) as a real-
valued (says, ÒßuidÓ) approximation of the integer queue
occupancy Qi, and consider the following simple dynamical
model:

úQ1(t) = kIp(t)fP − kOW1 (t)fW1

úQ2(t) = kIw1 (t)fW1 − kOw2 (t)fW2

. . .
úQm(t) = kIwm −1 (t)fW,m! 1 − kOWm (t)fWm

úQm+1(t) = kIwm(t)fWm − kOc(t)fC

(1)

Data-dependent variations of the local workload are cap-
tured by appropriate variations of the corresponding gain
k(t). fc is an exogenous quantity which cannot be con-
trolled.

2.2 Linear and Non-linear DVFS control
FrequenciesfP , fW1, . . ., fWm are user selectable among

a set of permitted values. Obviously, the frequency range
for each processor must guarantee the wanted throughput
at the output stage when they are all working at full speed.
The idea behind feedback DVFS control is to determine the
proper speed of each processor by controlling the occupancy
of the FIFO queues. The run-time adjustment of the pro-
cessor frequencies ultimately depends on the consumer fre-
quency fC and workload variations at each stage. The goal
is not only to minimize the mean values of the processor fre-
quencies and core voltages, but also to minimize the number
of frequency adjustments, that increase energy dissipation
and introduce additional computation delays.

Reßecting the special cascade structure of the considered
architecture, system (1) has a triangular form which is suit-
able for an iterative decoupled design of the DVFS con-
trollers. Roughly speaking, fW,m can control the last equa-
tion (1), the Qm+1(t) dynamics, ÒagainstÓ the e!ect of the
consumer frequencyfC treated as an exogenous disturbance.
fW,m! 1 can control the Qm(t) dynamics against the e!ect
of fW,m, and so on.

Let Q" be a constant set-point for the queue occupancy,
and denote asei = Qi −Q" the deviation Òerror variablesÓ.

2.2.1 Linear controller
The PI controller is deÞned as follows, with e representing

the generic error input signal and GP , TI being the two con-
stant tuning parameters ( GP is called Òproportional gainÓ
and TI is called Òintegral time constantÓ):

PI(e) = −GP

[
e(t) +

1
TI

∫
e(τ )dτ

]
(2)

The following series of PI controllers was proposed in [1]:



f P = P I (e1)
f W 1 = P I (e2)
. . .
f W m = P I (em +1)

(3)

The stability of the closed-loop system was demonstrated
in [3] under the assumption that the gains kIp (t ), kOW 1 (t)
. . ., kOc (t) of model (1) are constant (or slowly varying).
To reduce the rate of frequency adjustments, a dead-zone
thresholding of the error variables was suggested in [3]:

if |ei | ≤ ! then ei = 0 , (4)

This enables the controller to change the producer fre-
quency only when the error modulus is larger than !. Soft-
ware implementation of (3)-(4) can be carried out via di-
rect discretization of the proportional part and (for instance)
backward integration of the integral part. The tuning pa-
rameters of the control algorithm are the Òthresholding
thicknessÓ !, the proportional gain GP , the integral time
TI and the sampling time Ts. The latter is to be chosen as a
multiple integer of the clock period. Experiments discussed
in [3, 1] have pointed out that: i) the proportional gain plays
the dominant role in determining the characteristics of the
system response; ii) it is di"cult to Þnd a set of tuning
parameters providing satisfactory performance both during
transient (i.e. the queue Þlling process) and steady-state.

2.2.2 Non-linear controllers
To improve the performance of frequencies control more

advanced control approaches were proposed. A class of
non-linear controllers introduced in [1, 3] is recalled. The
controller will increase, decrease or keep constant the fre-
quency on the basis of the current queue occupancy error
(ei = Qi − Q! ) and on the basis of the comparison be-
tween the current and previous value of ei . We deÞned
two controller versions depending on the triggering condi-
tion, namely constant time and variable time triggering.
For the Þrst one a sample interval is deÞned after which
the controller examines the level of the queue and eventu-
ally changes processor speed. The second version deÞnes
the triggering instant as a function of the queue occupancy
level, leading to a variable time triggering condition.

The non-linear control law takes the following form:

A. Wait the triggering condition becomes true and
keep the same frequency.

B. If [ ei > ! AND ei ≥ ei,P REV ] decrease the fre-
quency.

C. If [ ei < −! AND ei ≤ ei,P REV ] increase the
frequency.

The non-linear controller is compactly referred to as
NL (e). The triggering condition for the variable time ver-
sion is on the occupancy level variation, which cannot be
more than a value H . In this way, the controller is called
only when needed, reducing the triggering points over time.
Moreover, the choice of the parameter H as the threshold for
the activation of the controller is straightforward, depending
only on the wanted reactivity.

The overall DVFS controller can be expressed as follows:

f P = NL (e1)
f W 1 = NL (e2)
. . .
f W m = NL (em +1)

(5)

The variable time non-linear controller is of particular in-
terest because it has only two tuning parameters, ! and H ,
which can be simply and e#ectively tuned by heuristic rules
in the form of a certain percentage of the queue capacity
Qmax (e.g., ! = 10% and H = 5%) in a much easier way as
compared with the PI parameters.

3. MISO DVFS CONTROLLER
In this section we describe the extension of the control

algorithm to handle multiple producers running on a single
core. The overall aim is to develop a feedback control algo-
rithm able to handle conÞgurations with multiple tasks on
each processor. As case study, we focus on a software FM
Radio application composed by six communicating tasks.
The application is described more in details in Section 5.
From a power viewpoint, the optimal mapping of these tasks
into processing elements depends on the required frame rate
and on the number of available processors.

The application is organized into 4 stages, following the
conÞguration described in Figure 2, with a variable output
frame rate, depending on the wanted sound quality. We
considered to have a maximum of 3 available processors,
a set of Þve available frequencies for each processor and an
external audio peripheral acting as a consumer that imposes
the output data-rate.

Figure 2: FM Radio

As we will see in the experimental result section, three
optimal task-processor mappings can be identiÞed that cov-
ers the whole range of sustainable frame rates. They are
described in Figure 3.

The conÞgurations are optimal from the point of view
of energy e"ciency, depending on the required frame rate,
as explained in Section 5. Being equal to eight the total
number of queues to monitor, considering the most com-
plex case where three processors are running, the number of
adjustable control variables (i.e. the frequencies) is three.
When the number of monitored variables is larger than the
number of available control actions, it is said that the system
is ÒunderactuatedÓ, and the associated control problems are
more challenging.

To explain the proposed solution, let us take the conÞgu-
ration b) as an example. We can write the dynamics of the
queues as follows:
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Figure 3: Optimal application mapping scenarios

úQ1(t) = kIp 0(t)fp0 ! kOp 1(t)fp1
úQ21(t) = kIp 1(t)fp1 ! kOp 0(t)fp0
úQ22(t) = kIp 1(t)fp1 ! kOp 2(t)fp2
úQ23(t) = kIp 1(t)fp1 ! kOp 2(t)fp2
úQ31(t) = kIp 0(t)fp0 ! kOp 0(t)fp0
úQ32(t) = kIp 2(t)fp2 ! kOp 0(t)fp0
úQ33(t) = kIp 3(t)fp2 ! kOp 0(t)fp0
úQ4(t) = kIp 3(t)fp0 ! FR

(6)

The overall aim is to develop a control law able to prevent
emptiness condition for any of the queues, thus avoiding
the risk of QoS degradation due to frame misses. On the
other side, a trivial solution where all of the queues are full
is not optimal from an energy perspective. The optimal
frequency must be selected depending on the values of the
outgoing queues of each processing element. There is no
obvious choice for selecting an appropriate error variable, as
it generally happens in the underactuated control problems.

We propose to use the following generalized form of the
time variant NL control algorithm, which deÞnes the fre-
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Figure 4: Target hardware architecture

quency of the i ! th processor.

f pi = NL (AUX i ! Q∗) (7)

The auxiliary variable AUX i ! Q∗ is deÞned in order to
consider the minimum between the occupancy levels of the
queues fed by the tasks running in the processori :ed by the
tasks running in the processor i :

AUX i = min { Qa , Qb, .., Qn } (8)

where Qa , Qb, .., Qn are the queues fed by tasks running
in the processor i .ed by tasks running in the processor i .

Using logic (7), (8) the frequency of each processor is run
time set to keep under control the queue which is closest
to the emptiness condition. During stable operation, the
minimum value will be close to the current occupancy of
all queues. It is evident that this kind of control law can be
always applied independently from tasks-processor mapping
conÞguration and from the underlying OS scheduler.

4. MIDDLEWARE-LEVEL IMPLEMEN-
TATION

In this section we Þrst describe the target architecture,
then we explain the integration of the algorithm.

4.1 Target Architecture and OS/Middleware
We considered as a target architecture a distributed

NUMA architecture described in Figure 4, where each pro-
cessor runs its own instance of the uClinux operating sys-
tem [30] in the private memory. The uClinux OS is a deriva-
tive of Linux 2.4 kernel intended for microcontrollers with-
out MMU. Each task is represented using the process ab-
straction, having its own private address space. As a conse-
quence, communication has to be explicitly carried on using
a dedicated shared memory area on the same on-chip bus.
The OS running on each core sees the shared area as an
external memory space.

Since uClinux is natively designed to run in a single-
processor environment, we added the support for interpro-
cessor communication at the middleware level. On top of
local OSes we developed a layered software infrastructure to
provide and e!cient parallel programming model for MP-
SoC software developers.

The communication library supports message passing
through mailboxes. They are located either in the shared
memory space or in private memories, depending on the
mapping of the tasks sourcing and sinking the queue. If
both tasks run on the same processor the queue is allocated
in the private memory of the processor, otherwise the queue
is mapped in shared memory.
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4.2 DVFS Feedback Control Algorithm Inte-
gration

The controller was embedded in the write system call
made available as a interprocessor communication interface.
A write system call is performed whenever a task wants to
pass a data item to another processor. Before each write
operation, that is, each time a new element is pushed into
an outgoing queue, the following operations are performed:

IF the current queue level is LOWER than the
queue level referenced by the AUX i P T R

The AUX i P T R is updated to point at the
current queue

ENDIF
IF the current queue is the same queue pointed
by the AUX i P T R

NL control algorithm:
IF |! Q| > H

IF [ ei > ! AND ei ≥ ei,P REV ]
decrease the frequency.

ELSE IF [ ei < −! AND ei ≤ ei,P REV ]
increase the frequency.

ENDIF
ENDIF

ENDIF

AUX i P T R is the pointer to the emptiest queue. This
pointer is initialized at the beginning by scanning all the
queues and than is updated every time an element is added
to a queue according to the previous algorithm. As pre-
viously explained, the condition |! Q| > H represents the
triggering condition, that is true when a variation greater
than H occurs on the occupancy level of the queue. This
way, the control algorithm is triggered only when needed as
a consequence of a write operation on the relative queue.

5. EXPERIMENTAL RESULTS

5.1 Emulation Platform Description
For the simulation and performance evaluation of the pro-
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Figure 6: Overview HW architecture of emulated
MPSoC platform

posed middleware, we used an FPGA based, cycle accurate,
hardware emulator [7] built on top of the Xilinx XUP FPGA
board [32], and described in Þgure 6. Time and energy data
are run-time stored using a non-intrusive, statistics subsys-
tem, based on hardware sni"ers which stores frequencies,
bus and memory accesses. The heterogeneous architecture
is composed by a PowerPC processor and up to eight microb-
lazes soft cores. The PowerPC is responsible for data and
control communication with the host PC using a dedicated
UART-based serial protocol. Run-time frequency scaling is
also supported and power models running on the host PC
allow to emulate voltage scaling mechanism. Frequency scal-
ing is based on memory-mapped frequency dividers, which
can be programmed both by microblazes or by PowerPC.
Power data refer to a commercial embedded microprocessor
and are provided by an industrial partner. The emulation
platform runs at 1/10 of the emulated frequency, enabling
the experimentation of complex applications which may be
not experimented using software simulators with compara-
ble accuracy.

5.2 Test Application Description
To evaluate the e"ectiveness of the proposed support on a

real test-bed we ported to our system a software FM ra-
dio benchmark, that is representative of a large class of
streaming multimedia applications following the split-join
model [26] with soft real-time requirements. It allows to
evaluate the e"ectiveness of the non-linear control policy.

As shown in Figure 2, the application is composed by var-
ious tasks, graphically represented as blocks. Input data
represent samples of the digitalized PCM radio signal which
has to be processed in order to produce an equalized base-
band audio signal. In the Þrst step, the radio signal passes
through a Low-Pass-Filter (LPF) to cut frequencies over the
radio bandwidth. Then, it is demodulated by the demod-
ulator (DEMOD) to shift the signal at the baseband and
produce the audio signal. The audio signal is then equalized
with a number of Band-Pass-Filters (BPF) in parallel. Fi-
nally the consumer (#) collects the data provided by each
BPF and makes the sum with di"erent weights (gains) in
order to produce the Þnal output. Since each BPF of the
equalizer stage acts on the same data ßow, the demodulator
has to replicate its output data ßow writing the same packet
on every output queue.

Thanks to our platform, we could measure the workload
proÞle of the various tasks. We veriÞed that the most com-
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Figure 7: Energy cost for 1, 2 and 3 processor con-
Þguration.

putational intensive stage is the demodulator, that takes
45% of the computational e!ort of the overall application,
while for the other tasks we observed respectively 5% for the
LPF, 15% for each BPF and 5% for the consumer.

Energy e"cient conÞgurations are computed starting from
energy vs frame rate curves. Each curve represents all the
conÞgurations that are obtained by keeping the same num-
ber of processors while the frequency increases by mean
of the feedback approach to match the desired frame rate.
The minimum allowed processor frequency in our case is
100 MHz. The power consumed by the cores as a function
of the frame rate is shown in Figure 7. The plot shows three
curves obtained by computing the power consumed when
mapping the FM Radio tasks in one, two or three cores. It
can be seen that tasks must be mapped to a variable num-
ber of cores to achieve best power conditions. Our feedback
controller is able to automatically adapt processing speed in
various task conÞgurations.

The Pareto curve is shown in Figure 8, where the best
power conÞgurations for each frame rate are shown. In-
tuitively, when the frame rate increases, a higher number
of cores is needed to get the desired throughput in a energy
e"cient way. It must be noted that power minimization cor-
responds to energy minimization in this case since execution
time is constant for a given frame rate. Moreover, no dead-
line misses are observed when switching from a throughput
to another one so that quality of service is preserved.

5.3 DVFS Controller Behavior Description
To illustrate the behavior of the controller, Figures 9.a

and b show the evolution of processor frequency and queue
occupancy level of the emptiest and last queue of the appli-
cation (conÞguration (a) in Figure 3). The emptiest queue
in this case is one of the output queues of the demodulator
stage (Q22 ), while the last queue is the queue from which
the external peripheral consumes data at the required rate
(Q4).

Two di!erent conÞgurations are considered for the param-
eters of the controller: H = 5 and Z = 5, in plot a, while
H = 4 in Z = 10 for plot b. It is worth noting how the level
of the emptiest queue is kept under control, showing an oc-
cupancy level always close to the Ódead zoneÓ. On the other

(a)

(b)

Figure 9: Queues occupancy and processor fre-
quency for single processor conÞguration: a) H =
5;Z = 5 ; b) H = 4; Z = 10. Actual frequencies
(shown) are 1/10 of emulated frequencies.

side, the last queueQ4 is always full, because the preceding
stages of the application are providing enough data. The
proposed mechanism lets the processor frequency to switch
between the two available frequencies around the ideal fre-
quency needed to provide the required data rate required
by the application. This is a highly desirable condition.
Comparing plots a and b in Figure 9, it can be noted that
increasing Z (that is, the size of the dead zone) lead to a
reduction of the oscillations of the queue occupancy level,
thus reducing frequency switchings.

5.4 DVFS Controller EfÞciency Evaluation
In this section we show the comparison of the e"ciency

of the proposed distributed control strategy against a local
policy based on the well known Vertigo performance setting
algorithm [10] used in the ARM-IEM standard [4]. Each pro-
cessor runs locally the Vertigo algorithm. The comparison is
made in terms of energy e"ciency and in terms of numbers
of switchings. In Figure 10 two plots are shown comparing
the normalized mean energy consumed by the system. The
plots show how the energy consumed by NL controller is
half of the energy consumed using the local policy, indepen-
dently from the values chosen for the parameters of the NL
controller. This improvement can be justiÞed by the follow-
ing observation. Let us deÞne the slack as the amount of
idleness that a processor experiences when running at the
maximum frequency. The feedback control technique is able
to e"ciently assign the slack to the most urgent task, that



Figure 8: Pareto optimal conÞgurations

is the one with the emptiest queue. On the other side, a lo-
cal policy does not have knowledge of the queue occupancy
level, leading to a suboptimal slack assignment.

Moreover, the proposed controller is robust with respect
to parameter tuning. To highlight this property, a sweep
on Z and H values is shown in Figure 10. The values are
averaged over the results obtained using the three system
conÞgurations depicted in Figure 3, and considering several
values of frame rate required by the application. The en-
ergy values are normalized considering with respect to the
average energy consumed using the ARM-IEM policy.

In Figure 11 two plots are shown comparing the average
number of frequency switchings per second of each processor.
The plots show how the number of switchings due to the NL
controller is always less than the one due to the local policy,
independently from the values chosen for the parameters of
the NL controller. It is worth to note from plot (b) that with
the increase of the dead zone (Z increases) the switching
activity decreases.

While the proposed approach exploits voltage scaling only,
it can be easily extended to use a mixed voltage scaling and
shutdown technique when the leakage power contribution
becomes signiÞcant. In this case, scaling down the frequency
more than a threshold leads to an increase of energy due
to the leakage contribution that linearly increases with the
execution time. In this case a lower bound on the frequency
can be imposed after which the processor is shut-down.

6. CONCLUSIONS
In this paper we presented an energy management tech-

nique suitable for multicore architectures running multime-
dia streaming applications. The middleware level implemen-
tation of the non-linear feedback control policy that observes
bu!ers between cores to determine processing speeds has
been described. The proposed strategy has been compared
against state of the art policies based on processor utiliza-
tion. Experimental results demonstrated that the feedback

(a)

(b)

Figure 10: Energy e!ciency comparison between lo-
cal and NL controllers: (a) sweep on H; (b) sweep
on Z

control approach improves energy e"ciency of the system
by a factor of 2 compared to local policies. Moreover, its ro-
bustness with respect to parameter tuning has been demon-
strated.
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Figure 11: Frequency switchings comparison be-
tween local and Nl controllers: (a) sweep on H; (b)
sweep on Z
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Abstract.
The industry wide shift to multicore architectures

presents the software development community with an
opportunity to revisit fundamental programming models
and resource management strategies. Continuing to track
the historical performance gains enabled by Moore’s law
with multicores may be difficult as many applications
are fundamentally sequential and not amenable to data-
or task-parallel organizations. Fortunately, an important
subset of these applications stream data (e.g., video pro-
cessing, network frame processing, and scientific comput-
ing) and can be decomposed into pipeline-parallel struc-
tures, delivering increases proportional to the pipeline
depth (2x, 3x, etc.).

To realize the potential of pipeline-parallel software
organizations requires reexamining some basic histori-
cal assumptions in OS design, including the purpose of
time-sharing and the nature of applications. The key ar-
chitectural change is that multicore architectures make
it possible to fully dedicate resources as needed without
compromising existing OS services. This paper describes
the minimal OS extensions necessary to support efficient
pipeline-parallel applications on multicore systems with
supporting evidence from the domain of network frame
processing.

1 Introduction

The industry wide shift to multicore1 architectures
presents the software development community with a rare
opportunity to revisit fundamental programming models
and resources management strategies. Multicore systems
are now present in every class of system including embed-
ded systems, workstations, and laptops. The question that
must be addressed by the systems community is how to
effectively utilize the additional computational resources
and what is the minimal set of OS changes needed to max-
imize their potential. The obvious use is to improve over-
all system throughput by increasing task and data paral-
lelism. However, there exists an important set of appli-
cations that are sequential and thus cannot utilize task or
data parallelism to achieve performance improvements.

1 We are using the the term “multicore” to refer to systems with
4 to 100 processing cores [3].

For sequential and other applications, an appealing op-
tion is to utilize the resources for important novel pro-
gramming tasks such as shadow profiling [15] and tran-
sient fault tolerance [20]. Shadow Profiling works by run-
ning a snapshot of a process on a separate core to perform
deep instrumentation while the fault tolerance work runs
process clones in parallel to detect and correct transient
soft errors without additional hardware support. By us-
ing multiple cores, both systems extend the system’s func-
tionality without impacting performance.

However, the above scenarios simply preserve main ap-
plication performance, they do not augment the historical
per-core performance increases. Limitations arising from
power consumption, design complexity, and wire delays
fundamentally limit our ability to increase the computa-
tional capabilities of a single core. Fortunately, Moore’s
law continues to hold and makes it possible to continue in-
creasing resources by doubling cores according to the his-
toric exponential growth in transistor density. Therefore it
is possible to continue receiving dividends from existing
data- and task-parallel strategies. Sequential applications
will not improve in performance as traditionally they have
relied upon ever increasing processor performance to im-
prove their performance.

Fortunately, many sequential applications of interest
such as video decoding, network frame processing, sci-
entific computing while sequential in nature may be re-
structured either by hand or optimizing compiler to mani-
fest innate pipeline parallelism. Pipelines are instantiated
in software by binding pipeline stages to different threads
of execution and feeding data serially through the differ-
ent stages. For optimal performance these stages will be
simultaneously bound to different processors.

In this work we focus on efficiently supporting those
applications that are streaming in nature and can be
restructured with a pipeline-parallel structure. Pipeline-
parallel structures are of interest as they can deliver per-
formance increases proportional to the pipeline depth; a
basic three stage networking application (Section 2.2) can
increase either its available computation time or increase
its throughput by approximately three times. We know of
no other technique, short of a high-level redesign, that can
deliver equivalent increases on sequential applications.

These sequential applications exhibit a critical prop-
erty that makes them particularly suited to a pipeline-



parallel decomposition, data streams sequentially through
a well deÞned code path from input to output. This se-
quential ßow is relatively easy to analyze and decompose
into a pipeline-parallel components. For example, video
processing algorithms (e.g., mpeg) and the basic TCP/IP
stack have very well deÞned boundaries that can be used
to recover pipeline stages without much effort.

In situations where applications appear to be funda-
mentally sequential, such as the SPECint benchmarks, re-
covering parallelism may not be possible without detailed
knowledge of the machine and a thorough code anal-
ysis. Compiler techniques such as Decoupled Software
Pipelining [16Ð18] may extract some pipeline-parallelism
yielding on average 10% performance improvements by
performing Þne-grain parallelization with dedicated re-
sources.

In our work on exploiting pipeline-parallelsim for
network frame processing and scientiÞc computing we
found that widely deployed general purpose operating
systems (e.g., Unix variants, Windows, and MacOS X) are
not prepared to efÞciently support pipeline-parallel appli-
cations. This is because these general purpose OSes are
designed to optimize overall throughput in a resource con-
strained (i.e., oversubscribed) environment while main-
taining acceptable interactive behavior. This behavior his-
torically made sense in the era of the Computer Util-
ity, Þrst proposed by John McCarthy, and later with per-
sonal computers where the number of tasks to be serviced
dwarfed the available computational resources.

1.1 Claims

Multicore architectures alter the landscape by pro-
viding sufÞcient resources to dedicate resources for
performance-critical tasks while still handling back-
ground tasks. This is the key observation upon which our
work is based.

We suggest that when dealing with multicore architec-
tures, where the computing power of individual cores is
stagnant but where cores are plentiful, the resource man-
agement strategy of OSes be extended to permit full re-
source dedication instead of optimizing the resource shar-
ing as done by SEDA [21] and Synthesis [14]. Building
efÞcient pipelines as used by network frame processing
and scientiÞc computing requires that: (1) interstage com-
munication be proportionally small; (2) zero-stalls enter
the pipeline; (3) services are pipelineable. Additionally,
we argue that (4) managing efÞcient pipeline applications
will require a new labeling abstration that is orthogonal to
the existing application abstractions. With these features
it is possible to build a pipeline in software that is opti-
mally efÞcient without necessitating substantial changes
to the OS.

The rest of this paper is organized as follows. Section 2
reviews task, data, and pipeline parallelism as well as pre-
senting a case study from our work on high-rate network
frame processing and addresses our Þrst claim, the need
for low-cost communication. Section 3 addresses our sec-
ond claim, the need for selective disabling of timesharing,
based on the need for a zero-stall guarantee. Section 4 ad-
dresses our third claim, the value of pipelineable services.
Section 5 addresses our fourth claim and argues that a
new labeling abstraction is needed for pipeline applica-
tions that is orthogonal to existing abstactions. Section 6
concludes.

2 Background

This section reviews the three basic parallel struc-
tures (i.e., task, data and pipeline) and discusses our over-
arching motivating example (i.e., network frame process-
ing) from which we recover our three claims. Included in
the example is a discussion of our Þrst claim on the value
of very low-cost stage-to-stage communication (≈ 28 ns).

2.1 Parallel Structures

Pipeline parallelismÕs ability to parallelize applications
that are sequential due to internal data dependencies and
therefore not amenable to other forms of parallelism is the
key point of interest. Examples of well suited applications
are network frame processing (Section 2.2), video and au-
dio decoding, and scientiÞc computing. Notice how each
of these examples is both of interest and poorly suited to
task- and data-parallel approaches as there exists a partial
or total ordering in each data stream. Further, these exam-
ples span the systems space from embedded systems to
workstation and supercomputer class systems. For clarity,
we describe the three forms of parallelism below and de-
pict them in Figure 1.

Task Parallelism consists of running multiple indepen-
dent tasks in parallel and is limited by the availability
of independent tasks.

Data Parallelism consists of simultaneously processing
multiple independent data elements in a single task.
This technique scales well from a few processing
cores to an entire cluster [5]. The ßexibility of the
technique relies upon stateless processing routines
(Þlters) implying that the data elements must be fully
independent.

Pipeline Parallelism allows for parallelization of a sin-
gle task when there exists a partial or total order in
the data set implying the need for state and therefore
preventing the use of data parallelism. Parallelism is
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achieved by running each stage simultaneously on se-
quential elements of the data ßow. This form of par-
allelism is limited only by the sequential decompos-
ability of the task and the length of the longest stage.

2.2 Case Study: Network Frame Processing
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Network frame processing provides an interesting case
study for pipeline parallelism as such systems are both
useful (intrusion detection, Þrewalls, and routers) and
may exhibit high data rates (672 ns per datum/frame)
which challenges previous implementation techniques.
Using our Frame Shared Memory (FShm) architecture [8]
we are able to forward at a rate of 1.36 million frames per
second, the limit of our hardware, while achieving a 3x or
larger increase in frame processing time without dropping
any frames. The lessons learned from this domain can be
generalized to any domain with ordered data and thus are
candidates for OS level support.

In the past and present network frame processing sys-
tem such as this one have been built with custom or spe-
cialized hardware (e.g., network processors). However,
to build such a system on a general purpose system re-
quires that the system at a minumum provides a guarantee
of zero-stalls and a very low-cost communication mech-
anism [9]. Below we describe the scenario and recover
our Þrst claim, the need for low-cost communication. Our
second claim, the zero-stall guarantee and its OS implica-
tions, will be discussed in detail in Section 3.

The network frame processing domain is challenging
if one wants to handle the two degenerate cases, maxi-
mum bandwidth and maximum frame rate. Handling the
maximum bandwidth requires only high bandwidth hard-
ware as internal communication mechanisms have low
overhead compared to the frame arrival rate. Handling the
maximum frame rate case is more challenging as the ar-
rival rate on modern networks stresses both the hardware
(e.g, bus arbitration) and software (e.g., locking methods).

Considering gigabit Ethernet, at maximum bandwidth
there are only 81,274 frames per second while at the max-
imum frame rate case there are 1,488,095 frames per sec-
ond. This means that a new frame can arrive every 672 ns.
The complication for software is that once the frame ar-
rival is signaled, there might only be 672 ns to remove
the frame from the data structures shared with the net-
work card, processes the frame, and if the frame is be-
ing forwarded insert it into the output network interfaceÕs
data structures. In networking, increasing the throughput
beyond the arrival rate has little value; The goal is to in-
crease the available per frame processing time.

0.0

5.0á103

1.0á104

1.5á104

na
no
se
co
nd
s

I A A2 I A A2 I A A2 I A A2 I A A2 I A A2 I A A2 I A A2

64B* 74B 96B 128B 256B 512B 1024B 1518B
Frame Size (Bytes)

Work

I/O

Fig. 3. Frame Shared Memory Capture Results. This Þgure
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stages(A, A2).

In FShm we increase the per-frame processing time by
using pipelining to overlap different stages of frame pro-
cessing. In a basic forwarding application we are able to
decompose the task into three stages, with each being al-



loted the full frame computation time period and therefore
tripling the total time available to the software to manip-
ulate the frame. Figure 2 shows the structure of FShm for
this basic forwarding application. The task is decomposed
into input, application, and output stages. The output and
input stages handle transferring the frame to and from the
network interfaces. The application stage performs the ac-
tual application related frame processing without worry-
ing about the cost of the input and output work. By simul-
taneously binding the three stages to different processors
we can build a pipeline with full overlap potential in every
time step. Notice also that the per frame processing time
can be extended to 4x and beyond if the application stage
can be further decomposed.

The difficulty in achieving this performance is the
stage-to-stage communication cost. If the communication
cost is too high there may be a negative return in decom-
posing an application into a pipeline. Initially, we built
a standard queue with mutexes on a 2 GHz Operton 270
based system and found the per-operation (get or put) cost
to be at least 600 ns. This cost was found to increase dra-
matically as the contention increased by shortening the
period between operations. To address this, FShm pro-
vides a suitable streaming queue implementation costing
only ! 28 ns per operation [9]. The performance of a two
stage capture application is shown in Figure 3.

3 Zero-Stall vs. Oversubscription

Maintaining a smoothly flowing pipeline, that is a pipeline
where a datum is never waiting for processor time,
requires the system to provide a zero-stall guarantee.
Pipelines implemented in hardware are based on this guar-
antee and ensure it by having every stage operate in lock-
step with a uniform stage length of 1 cycle. OSes in gen-
eral do not make this guarantee as they have been built on
the principle of timesharing resources, dating back to the
Computer Utility, on oversubscribed systems 3.1. Multi-
core systems are different in that they may provide abun-
dant processing resources permitting a system to use “se-
lective timesharing” (Section 3.2) and fully dedicate re-
sources to an application for an extended period of time.
With dedicated resources it is possible to achieve the zero-
stall guarantee.

More precisely, a zero-stall guarantee ensures that al-
located resources are never unexpectedly made unavail-
able by the system for any reason (e.g., oversubscription).
Failing to meet this requirement introduces stalls into the
pipeline which may not be easily predicted or compen-
sated for. Consider a pipeline, show in Figure 4.a, where
every stage is running efficiently (i.e., little to no built-in
slack time). If a stall is introduced into this pipeline, no
amount of queueing can compensate for an indefinite pe-
riod of time. This is definitely a problem in the network

frame processing example described in Section 2.2 or any
other system operating at similar data rates. Note that in
security related systems, dropping a single datum can be
considered a system failure as an attack could have been
contained in the datum and would be lost forever.

Meeting a zero-stall guarantee may be impossible for
software as the underlying architecture may make some
stalls inevitable. Therefore, the goal for an OS is to elim-
inate itself as the cause of stalls. This means eliminating
all non-application related work on the processors used
by the application. For example, we have found that even
tiny OS related stalls, such as the hardclock background
tick (to maintain clock accuracy) have a noticeable effect
on performance.

3.1 Oversubscription

The zero-stall guarantee as described above is impossible
to make on an oversubscribed general purpose system that
is timesharing all of its resources. We are only making an
overarching performance goal for a given pipeline appli-
cation that processes an unbounded stream of data. We
are not making claims about overall system throughput.
Section 3.2 discusses our rationale in more detail.

Pipelining as a software architecture has been exten-
sively studied for its performance and software engineer-
ing benefits. Examples of use include Unix pipes [19], the
Staged Event Driven Architecture (SEDA) [21], and Syn-
thesis [14].

We claim that despite the existence of efficient pipelin-
ing systems, they are not used for performance reasons
due to the previously limited number of available process-
ing resources (1-4). Prior work on optimizing the schedul-
ing of limited resources has certainly had success and
improved the efficiency of pipeline applications and the
host systems [13, 22]. However, these systems are all in-
capable of meeting the zero-stall guarantee as they were
designed to optimize in an oversubscribed environment.
Further, just-in-time scheduling is also less than optimal
for streaming applications as data will always be avail-
able, making the cost of such scheduling infrastructures
pure overhead.

In contrast with the ideal pipeline depicted in Fig-
ure 4.a, Figure 4.b depicts an example of pipeline schedul-
ing in oversubscribed conditions. In the ideal case, a task
is broken into a number of equal length stages (for sim-
plicity, we assume two) with each stage simultaneously
bound to a processor. The throughput of such a system
will be one per time step, just as in a hardware pipeline.
However in the oversubscribed scenario it could happen
that it is only possible to schedule the two stages in se-
ries due to other system resource demands. Throughput in
this situation would be one every two time steps, or half
the ideal situation. The system’s inability to concurrently
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schedule the two stages is shown to cause a datum drop
every other time step. While the depicted drop rate may
be extreme, it does highlight that not every datum can be
handled in situations where concurrent scheduling could
handle the load. Further, the oversubscribed scenario must
account for the overhead of scheduling and context swap-
ping.

3.2 Selective Timesharing

Meeting the zero-stall guarantee for all scenarios, as we
argued above, requires that the OSnotshare its resources,
particularly its computational resources. In practice this
means that the OS needs to be capable of partitioning
its resources into two groups, those that are dedicated
and those that timeshared in a traditional manner. This
partitioning is different in motivation from existing work
on binding execution contexts to processors. We question
whether the resource sharing strategies Þrst explored un-
der the Computer Utility banner in the 1960s are still valid
on multicore systems with limited numbers of tasks. Our
conclusion is that OSes need to be altered to include user
directed Òselective timesharing.Ó

Traditionally OSes have focused on different strategies
to ÒfairlyÓ share limited resources among many users and
ensure that every task made forward progress. This strat-
egy is the only acceptable strategy when scheduling many
tasks on systems with limited resources. The notion of
a Computer Utility, Þrst formulated by John McCarthy,
proposed that since computers were expensive, their re-
sources should be distributed from a central location in
a fashion similar to other utilities (e.g., electric utilities).
Therefore, OSes were design to share the resources while
simultaneously optimizing for both interactive response
and overall throughput. This strategy was the basis of the
CTSS [4] and has inßuenced all subsequent general pur-
pose OSes.

The emergence of the personal computer depreciated
the notion of a Computer Utility. However, its legacy con-
tinues to form the basis of our current OSes. This is no
surprise as the average user, on their PC, concurrently

executes multiple tasks on a limited number of proces-
sors (1-2) just as the Computer Utility did with multiple
tasks from different users.

The emergence of the Internet and multicore systems
are completing the conceptual shift begun by the per-
sonal computer. Internet companies such as Google, Ya-
hoo!, and Microsoft are creating large centralized services
on the Internet that, for practical purposes, are Computer
Utilities. Further, multicore architectures are dramatically
increasing the number of processing cores per system
to the point where many systems may not have enough
task or data parallelism to fully saturate the available re-
sources.

Our proposition is to harness these resources by recog-
nizing that many systems are focused on running a few
important tasks with many support tasks. This ordering of
tasks is true for many classes of systems including em-
bedded systems and some clusters as well. Our proposed
solution is to acknowledge this ordering and to dedicate
resources to important tasks to optimize their throughput
and let the support tasks use the remaining timeshared re-
sources. Notice that this organizing is not only necessary
for many pipeline applications, it is also of use to any task,
be it sequential or data-parallel.

4 Pipelineable Services

Returning to the network frame example from Section 2.2
we found it useful to create pipelinable OS services (thus
supporting our third claim), that is services that could be
directly included into a pipeline application. Being able
to directly incorporate services into a pipeline means that
those services can be overlapped with application stages
and therefore increase the amount of parallelism available
in the pipeline. These services differ from traditional OS
services in that they are active and not passive. An active
service is simply a service that proceeds without waiting
for a service request. Careful consideration suggests that
these pipelineable services need not be restricted to the
OS, but could be provided by other applications or by spe-
cial purpose hardware (e.g., a cryptography accelerator).
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In our networking example we discussed having three
stages (i.e., input, application, and output) in a basic for-
warding pipeline. Conceptually it is useful to consider ev-
ery stage of a pipeline to be contained in a single domain
as shown in Figure 5(a). However, in practice we have
found it useful to instantiate the Input and Output stages
as kernel modules with direct access to the hardware and
the Application stage as a user-space component with ac-
cess to high-level debugging and programming tools use-
ful for implementing high-performance code (Figure 5(b).
For maximum performance we dedicated not only are the
necessary processors, but the network interfaces as well.
This dedication of hardware devices works for certain
devices (e.g., network interfaces) but is problematic for
other devices that are usually shared (e.g., storage and
network attached storage). Therefore, to maintain both
resource sharing and efficiency in pipeline applications,
we found that some stages might need to be provided by
the operating system itself, some provided by user-space
services providers (e.g., caches and databases), some pro-
vided by special purpose hardware components, and the
remaining provided by the pipeline application itself.

The closest design paradigm to pipelineable OS ser-
vices are message passing based microkernel systems.
While microkernels could use their message passing in-
terface to implement pipelineable services, they are often
used in a synchronous manner similar to the system call
interface (i.e., send message with service request and wait
for completion). This mode of use makes sense in an over-
subscribed environment where it impossible to overlap the
producer and consumer stages due to a lack of computa-
tional resources. Click [12] and Synthesis [14] go so far
as to support call through semantics, where the producer
may switch to the consumer context to complete the re-
quest. In contrast, a pipeline stage is an active element that
operates independently, though often in lockstep, with the
other stages in a pipeline.

In other situations it is worth considering the integra-
tion of active services from either another application or
a special purpose hardware element. One example of a

service provided by another application is a database sys-
tem for managing log files. Consider two applications: (1)
a web server feeding entries into the database (2) a re-
porting application stage streaming requests through the
database to another stage in the reporting application. In
both cases it is possible to overlap the database stages
with the application stages maintaining the pipeline even
though the producer and consumer are not in the same ex-
ecution domain.

Finally, integrating services from a special purpose
hardware component may be useful as some stages may
not be appropriate or computationally feasible on general
purpose processors (for any given generation). Integrat-
ing such hardware components is straightforward given
a producer/consumer communication mechanism under-
stood by both the software and hardware.

5 Nature of Applications

Supporting the zero-stall guarantee, especially with
pipelineable services, is difficult for general purpose
OSes. We propose that a new abstraction is needed to de-
fine and manage the execution context of a pipeline ap-
plication (fourth claim). At the core of the problem is the
fact that existing mechanisms are designed to efficiently
define and manage applications at the granularity of pro-
cess or threads acting within a given process. However,
pipeline application may contain stages that exist in mul-
tiple process domains (i.e., user-space application and the
kernel), may be composed of subsets of multiple process-
domains, and may even contain special purpose hardware
components as part of the pipeline. Two problems need to
be addressed in particular: (1) every stage must be ready
and waiting to execute the moment data is ready to be con-
sumed and (2) stages should not be able to violate inter-
process isolation guarantees.

Ensuring that stages are ready to run could be accom-
plished with a modified version of gang-scheduling [10]
that is biased towards long term resource allocation or is
able to accurately predict when stages will be needed and
have them running just before data arrives. The latter is
useful for over-subscribed systems or systems operating
under energy budgets. However, as multicore systems be-
come heterogeneous, this new abstraction would need to
act as a new form of application label defining the full ex-
ecution context, hardware requirements, and memory ad-
dress space for a single pipeline application. Further, this
label needs to be orthogonal to existing application labels
as a pipeline stage may be a subset of an application and
therefore it would be inappropriate to label an entire pro-
cess domain (e.g., the kernel) as being part of a pipeline.

The key to building such an abstraction is the insight
that a pipeline application is its own application-like en-
tity that is overlaid on multiple process domains, includ-



ing the operating system. Recall from Section 2.1 that
pipeline stages are permitted to maintain their own local
state. Therefore, there are in fact multiple distinct memory
storage locations. First, the pipeline has its own state that
is distinct from other applications. Second, stages have
state that may be shared with individual applications. Fi-
nally, the applications that contain stages may have their
own local private state that should not be shared with
any pipeline stages. Efficiently maintaining the privacy of
these different regions requires correct labeling.

This new multi-domain application abstraction is fun-
damentally different from previous abstractions in that
this multi-domain application model respects the private
data model implicit in single-domain applications while
providing first-class naming for multi-domain pipelines.
Previous related work has focused on either bringing ev-
erything into a single address space [2] or allowed data
to flow between domains under very controlled situa-
tions [1, 6, 7, 11].

6 Conclusion

This paper argued that multicore architectures will make
it possible to achieve the optimal performance potential
of pipelines and presented the system extensions neces-
sary for implementation. A supporting example from the
domain of network frame processing was presented show-
ing that performance improvements may be proportional
to the depth of the pipeline (three in the example). It
was argued that realizing the improvements requires the
operating system to provide a zero-stall guarantee that
cannot be realized in an environment where the compu-
tational resources are oversubscribed. Meeting the zero-
stall guarantee for any pipeline requires that the system:
(1) fully dedicates (i.e., by selectively disabling timeshar-
ing) sufficient computational resources to the application
and (2) provides a set of pipelineable services. Finally,
supporting a pipeline that spans multiple execution con-
texts (e.g., uses pipelineable services) requires a new ab-
straction to label the pipeline as single entity for resource
allocation and security.
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Abstract

Future multicores will be very complex: at the very least,
they may containstatically heterogeneous cores, which are
designed with different engineering trade-offs, anddynami-
cally heterogeneous cores, which have different, and rapidly
changing, execution characteristics. Hardware companies
traditionally expose chips to system software at a very low
level, effectively saying, ÒHere is what we built, now do
something with it.Ó

However, there are several advantages to having the chip
itself manage these emerging complexities, while exposinga
more generic interface to software. We do not have all of the
answers for the appropriate role of system software, but we
do suggest that system architects should carefully consider
the beneÞts of abstraction when designing future systems.

1 Statically and Dynamically Heterogeneous

Several proposals have exalted the beneÞts of systems
with statically heterogeneous cores Ñ cores which are de-
signed to have different physical characteristics in orderto
capitalize on different engineering trade-offs (e.g., [4,6]).

Similarly, multicore chips will containdynamically het-
erogeneouscores as well Ñ cores which observe differ-
ent, and rapidly changing, execution characteristics, even
though they may be physically homogeneous. These dif-
fering characteristics may arise from power and thermal
management, intermittent faults, different predictive state,
among others sources, and include not only changes in the
characteristics of an individual core, but also changes in the
numberof available cores.

2 Opportunities for Innovation

All of this heterogeneity adds complexity to the organi-
zation and use of future multicores, but also provides many
opportunities for innovative use of these resources. Several
innovative uses of dynamic heterogeneity are discussed be-
low, which improve upon a variety of chip design goals.

Instruction Locality Chakraborty, et al., proposed the
idea ofComputation Spreading, and have shown that intel-
ligent, and frequent, thread migration in commercial work-
loads can improve instruction cache and branch predictor
locality without disturbing data caches [2]. Computation
spreading not only takes advantage of the dynamic hetero-
geneous capabilities of different cores, but activelycreates
this heterogeneity through the assignment of computation
fragments to different cores, and can lead to a signiÞcant
reduction in cache and branch predictor miss rates.

Power/Thermal In follow-on work, Chakraborty, et al.,
have shown that future chips will contain more cores than
can actively execute instructions at any given time, due to
power and thermal constraints [3]. Yet by leveraging tech-
niques such as Computation Spreading, it is possible to ef-
Þciently use all of the cores, at different times, to improve
thermal characteristics, energy, and delay.

Reliability Intermittent faults, caused in part by manufac-
turing process variation or in-progress wear-out, can cause
bursts of frequent faults that last from several cycles to sev-
eral seconds or more. Wells, et al., argue that cost-effective
reliability techniques to tolerate these faults will likely re-
quire, or be greatly simpliÞed by, the ability to temporarily
suspend execution on a core during periods of intermittent
faults [9].

Joining Cores Techniques such asCore Fusion [5],
which dynamic couple multiple cores into one logical pro-
cessor can allow the same chip to be effective for single or
multithreaded applications, as well as mitigate the effects of
AmdahlÕs Law for semi-parallel applications.

3 The Multicore Interface Status Quo

These, and many other innovative uses for statically or
dynamically heterogeneous chips, have a variety of features
that make them attractive. Yet, these uses raise several is-
sues about whether the status quo Ñ exposing the details of
the chip and requiring system software to manage its use Ñ
will remain appropriate for future multicores.



Rapidly Changing Conditions The cost of migrating ex-
ecution state among processing cores may be greatly im-
proved by multicore chips, but the overhead of trapping into
the OS to make scheduling decisions is not. If the char-
acteristics and capabilities of the chip changes frequently
enough, the overhead of both monitoring and adapting at
the system software level may be excessively high. As one
concrete example, Wells, et al., show that expecting the
OS to adapt to dynamic changes in the number of available
cores can greatly impact the performance of the entire sys-
tem [8, 9]. At the same time, the latency of OS adaptation
may actually take longer than the need for the adaptation.

Compatibility & Innovation Software (including system
software) often has a longer lifetime than hardware. This
means that hardware companies must maintain backward
compatibility with older software, support system software
from multiple vendors, and at the same time, add value (e.g.
performance or reliability innovations) to their products to
entice users to upgrade.

Meanwhile, system software vendors must support mul-
tiple chips from multiple vendors, but are not always will-
ing to implement an efficient resource management policy
to support hardware innovations from only one company.

Abstracting Details Conceptually, abstracting the details
of a hardware implementation is attractive because it fits
well into the layered model of computer systems. But ab-
straction has practical advantages as well.

First, hardware companies may not wish to disclose all
of the hardware details, including the occurrence of faults,
or certain microarchitectural innovations, for reasons of
competitive advantage. Second, hardware companies may
not wish to abdicate responsibility for the proper workings
of their chip (e.g., thermal management, reliability, etc.) to
a third party system software vendor.

4 The Solution?

Given the preceding opportunities and issues, we argue
that future heterogeneous multicores may do well to ex-
pose a simpler, traditional, homogeneous multiprocessor in-
terface to the system software, and then manage the use
of hardware innovations with hardware/firmware layers be-
neath the ISA. This abstraction is directly analogous to out-
of-order processors exposing a sequential execution model
to the software, and then performing a variety of optimiza-
tions under the hood.

This model provides many opportunities for the inno-
vative uses of future heterogeneous multicores, while at
the same time allows the management of these innovations
to quickly adapt to changing resources, remain compatible
with existing and future software, and abstract the details
from third party vendors, users, and competitors.

We acknowledge that several challenges arise in such a

scenario, especially when it is necessary to perform these
optimizations with no assistance from system software. Yet
we have no reason to believe that the challenges are insur-
mountable, or even particularly difficult. It has already been
shown that simple hardware/firmware techniques can intel-
ligently migrate execution state among cores with low over-
head and without involving the OS, and that high perfor-
mance operation can be maintained even when the chip has
both more or fewer physically available cores than are vis-
ible to the OS [2, 3, 7–9]. Additional challenges will arise
as we continue to explore this model, but in all likelihood,
they can be dealt with similarly: by inferring information
from the higher layers in the system (i.e., using a gray-box
approach [1]).

While we certainly do not have all of the answers about
how this should be done, we do hope that system architects
will carefully consider the benefits of abstraction when de-
signing future systems.
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Abstract. Modern computing systems incorporate a
plethora of auxiliary processing cores located on devices
such as graphics cards, network controllers and RAID
controllers. These processors are becoming increasingly
sophisticated and could provide application o!oading if
exploitable by third party code. However, to provide an
environment for practical general purpose application
o!oading, the operating system must present a homoge-
neous programming interface across the heterogeneous
processors and provide a safe execution environment. In
this paper we present subordinate kernels as a means of
practical and safe execution of third party code on these
device processing cores. We expand this concept of sub-
ordinate kernels by describing a proof of concept design
for application o!oading in the Singularity research op-
erating system.

1 Introduction

Modern computing systems include multiple auxil-
iary device processorslocated on components such
as graphic cards, network controller and RAID con-
trollers, along side central processing units (CPUs).
These device processors are becoming increasingly so-
phisticated and can be more powerful than the CPU for
domain speciÞc tasks. For example, a typical graphic
processing unit (GPU) has signiÞcantly higher ßoat-
ing point performance than most general purpose
CPUs [1]. If third party applications were able to ex-
ploit these device processors, many compelling appli-
cation o!oading scenarios could emerge, such as voice
recognition on GPUs or o"-loading of Þle searching to
the disk controller.

To provide general purpose application o!oading,
an operating system must provide the following: a safe
execution environment for untrusted 3rd party code
executing on device processors, with enforced isolation
between applications; a uniÞed programming interface
and inter-process communication mechanisms across
device processors and the main CPU processor; and
a management infrastructure to control where applica-
tions are loaded.

To tackle these issues we present a subordinate ker-
nel operating system structure. This structure involves
a master kernel residing on the main CPU, controlling
the overall system, with a subordinate kernels being
run on the device processors. In this paper we present
the design of a subordinate kernel system based upon
the Singularity operating system.

2 Singularity

The Singularity Operating System [2] was created by
Microsoft Research in order to re-examine fundamen-
tal design decisions common in most contemporary op-
erating systems. The primary goal of the Singularity
project is to investigate how an OS and its associated
software stack should be structured to improve depend-
ability and trustworthiness. This goal lead to an archi-
tecture based upon software isolated processes (SIPs).
The operating system is structured as a microkernel,
with system services, such as drivers or Þle-systems,
run as separate user level SIPs. SIPs are written in
managed code (a variant of C#), thus Singularity can
take advantage of the memory and type safety guar-
antees provided by this programming language to en-
force isolation between processes. Process isolation can
therefore be provided with or without a hardware mem-
ory management unit (MMU).

To enforce isolation between processes Singularity
does not allow SIPs to explicitly share memory. Only
two communication mechanisms are available to SIPs:
channels for inter-SIP communication, and an applica-
tion binary interface (ABI) for SIP to kernel commu-
nication.

This combination of software isolated processes and
channel based inter-process communication provides a
good basis for general purpose application o!oading
onto device processors. By isolating processes using
memory safety, type safety and software veriÞcation,
a safe execution environment can be provided even on
devices without hardware MMU protection. Addition-
ally limiting all inter-process communication to mes-
sage channels enables the operating system to hide the
actual transport mechanism used to transfer data from
one process to another. This provides applications with
a homogeneous inter-process communication interface
even under a potentially diverse set of underlying com-
munication mechanisms.

3 Subordinate Kernels

We propose an approach to application o!oading
which involves the creation of asubordinate kernel for
any device processor involved in application o!oading.
A subordinate kernel is extremely small and simple,
with even less capability than a typical microkernel.
It makes decisions local to the device processor which
it controls (e.g., management of device local memory)



and provides a safe execution environment for third
party code. It defers any complex decisions to themas-
ter kernel running on the systems main CPU. The mas-
ter kernel gives orders to the subordinate kernels to en-
force global policies, e.g., which applications are to be
run on which particular processing cores.

To provide a homogeneous programming interface to
third party applications, a common system call or ABI
interface must be presented to applications by both the
master and subordinate kernels. However, having a lim-
ited subset of functionality, a subordinate kernel may
not be able to perform all of the operations required
by the main kernelÕs ABI. An ABI shim is therefore in-
serted between the subordinate kernel and third party
applications running on a device processor. Any ABI
calls which cannot be serviced directly by the subordi-
nate kernel are delegated to the master kernel.

This ABI shim mechanism provides ßexibility in the
amount of capability a subordinate kernel need have.
This allows the capabilities of the device and the re-
quired turn around time to be taking into account when
designing a subordinate kernel for a particular device.
For example, an initial subordinate kernel could simply
redirect all ABI calls to the master kernel. This initial
subordinate kernel would thereby need only consist of
an ABI shim and a communication mechanism to the
master kernel. The capabilities of the subordinate ker-
nel could then be gradually enhanced such that it can
perform certain ABI calls locally, without requiring any
modiÞcations to the applications which it supports.

4 Application O!oading in Singularity
We are developing a proof of concept implementation of
this subordinate kernel approach to application o!oad-
ing for the Singularity OS. Our target is a commodity
x86 PC with an ARM based IO expansion card. The
IO card contains a disk controller and a network inter-
face, therefore, our goal is to o!oad network and disk
based applications from the host x86 CPU to the ARM
processor on the IO card. In this section we describes
the intended design of this proof of concept OS.

A subset of the Singularity micro-kernel is ported to
the ARM architecture to act as a subordinate kernel
for the IO card. The host x86 processor runs the master
Singularity kernel. Applications are developed as nor-
mal irrespective of whether or not they will be o!oaded
onto the IO card (only recompilation is required if they
are to be o!oaded). O!oaded applications are linked
to a user level ABI shim, which presents the full Singu-
larity Kernel ABI. This shim either passes ABI calls to
the subordinate kernel, or forwards them to a user-level
helper application running on the host processor. The
o!oad helper application services these remote ABI
calls, making calls into the master kernel if necessary.

All inter-process communication, including ABI
shim remote calls, use Singularity message channels. If
the two communicating SIPs are located on the same
type of processor then the standard Singularity chan-
nel transport mechanism is used. If a SIP on the de-

vice processor is communicating with a SIP on the host
CPU (or vice versa) , then the channel endpoints are
tagged as remote and a channel indirection mechanism,
located within both the master and subordinate ker-
nels, is used to transport messages.

The channel indirection mechanism marshals the
data within a message such that it can be understood
by the destination processor. This marshalling process
may involve conversion of values between little endian
and big endian, and translation of any pointer val-
ues if virtual memory addresses are laid out di"erently
on each processor. The channel indirection mechanism
then sends the message to the destination kernel using
the most appropriate transport mechanism, and signals
the destination kernel of this new message.

The ßexibility of SingularityÕs channel based inter-
process communication is made possible because chan-
nel endpoints themselves can be passed over other
channels. This enables scenarios such as a well known
directory service providing access to system services by
handing out channel endpoint from those services to
other processes. However, it introduces an additional
issue for remote channel indirection. If one endpoint of
channel X, which is initially local to a particular pro-
cessor, is sent across a remote channel Y, then channel
X implicitly becomes a remote channel as well. This
requires that the channel indirection mechanism can
recognise any channel endpoints being sent over a re-
mote channel and tag both the endpoint being sent and
the other endpoint of its channel as being remote.

Since applications running upon Singularity have
only two methods of communication Ð channels and
kernel ABI calls Ð the ABI shim and channel indirec-
tion mechanism are the only required components of
the subordinate kernel. Features such as local memory
management and local thread scheduling can be incor-
porated as necessary to increase overall utilisation of
the devices resources and improve the performance of
the subordinate kernelÕs application o!oading.

5 Conclusion
As computer systems incorporate devices with increas-
ingly powerful processing capabilities, o!oading of
third party code onto these device becomes more com-
pelling. In this paper we propose a subordinate ker-
nel operating system structure as a means of provid-
ing practical application o!oading onto these devices.
We are investigating this OS structure by developing
a proof of concept implementation for the Singular-
ity operating system. SingularityÕs microkernel design
and limited set of communication mechanisms facili-
tates this subordinate kernel OS structure.
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Abstract . Transactional Memory is a promising technique for easy coding of 
efficient multi-threaded applications that would increase the utilization of the 
current and next generation Chip-Multiprocessors. Execution of a transaction in 
any Transactional Memory system involves memory management as the system 
creates tentative working copies from original objects and later deletes them 
when the transaction commits or aborts. Transactional Processing Core is a 
simple dedicated core for accelerating the slowest  and most common trans-
actional operations in  Software Transactional Memory  which  are conflict 
detection and address translation.  In  this paper we propose a specialized 
memory management for  the Transaction Processing Core in  heterogeneous 
Chip-Multiprocessors. With the introduced enhancement, the transactional core 
is able to perform the auxiliary  operations related to the tentative working 
copies of  the object.  Thus off-loading the Software Transactional Memory 
library and making it more simpler.

1   Introduction

The advent  of  shared-memory  Chip Microprocessors (CMP) has created a new 
opening to exploit thread-level parallelism. Microprocessor manufacturers are packing 
more processing cores on die with each technology node. A  new Moore«s law is 
proposed which postulates that the number of cores per CMP will  double every two 
years [1].  However, programming those many-cores wil l  be a challenge with the 
existing frameworks. Transactional Memory (TM) is a promising key technology for 
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tackling  this problem by  abstracting  some of  the complexities associated with 
concurrent access to shared data [2]. In TM, transactions replace locking with atomic 
execution units, so that the programmer can focus on determining where atomicity is 
necessary, rather than on the mechanisms that enforce it. For example, the following 
code segment shows an example atomic region that debits money from one account 
and deposits to another.

at omic {
    a cco unt 1. debi t( 100);
    a cco unt2 .dep osit ( 100);

}

With this abstraction, the programmer identif ies the operations that form a critical 
section, while the TM implementation determines how to run that critical section in 
isolation from other threads.

Typical TM implementations optimistically run transactions in parallel, assuming 
that the transactions wonÕt perform conflicting memory accesses, keeping tentative 
updated versions. When a conflict  occurs, it  is detected and one or more of  the 
conflicting transactions is then aborted, undoing the tentative updates. On the other 
hand if  the TM system determines that a transaction does not have any conflicts, the 
transaction can commit its tentative changes to main memory. 
There are two main variants of TM, Hardware (HTM) [3, 4, 5, 6] and Software (STM) 
[7, 8, 9, 10].  HTM is fast but suffers from resource constraints. STM, on the other 
hand, is comparatively much slower but is more f lexible and offers a rich expandable 
set of primitives. Also there exists hybrid solutions that either try to accelerate STM 
[17, 18] or to virtualize HTM [19, 20, 21]. Transaction Processing Core (TxPC) [14], is 
a simple hardware core designated to accelerate the slow and the most frequent STM 
library operations which are respectively conflict  detection and address translation 
(from global shared address to transaction local address) [11, 12, 13]. In order to do its 
task, TxPC maintains registry with the transaction's access set1. To keep the TxPC's 
registry current, the STM library explicitly tells TxPC about the objects it accesses for 
the first time by invoking instructions from the TxPC ISA extension [14]. Accessing 
an object (reading or updating) for the first time involves creating a local copy of the 
shared object that the transaction will  further operate on [6] or backing up the original 
value of the object [5]. In STM, the procedure of copying the object in a private place 
and later freeing this place when transaction commits or aborts is the task of the STM 
library. To distinguish it  from the regular memory management that is not related to 
the tentative transactional copies, we refer it as transactional memory management. In 
this  paper we propose a further enhancement on TxPC with a custom transactional 
memory management. In the proposed new feature of TxPC, the operating system 

1 Transaction read and write set.
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allocates a special memory area Ð transactional heap, which is managed (allocated 
and freed) by the TxPC only. This way the task of managing the memory allocated for 
transaction local objects is off-loaded from STM library to the transactional core.

 The rest of this paper is organized as follows: In Section 2, we introduce the design 
and architecture of the Transactional Processing Core. In Section 3, we describe the 
transactional memory management of TxPC and conclude with Section 4.

2   Transaction Processing Core

The Transaction Processing Core (TxPC) is an on-die simple core with the task to 
execute the slow and frequent STM operations in hardware [14]. The STM operations 
that TxPC handles in hardware are eager conflict detection and address resolution. 
The connection between the processing core and the other cores on-die is done 
through the front-side bus (Figure 1 (a) and (b)). To seamlessly integrate the TxPC 
with the other cores we add a special Transactional Memory Register (TMR) to each 
non-specialized core. This register is used for storing the results that TxPC produces. 
So, when a TxPC specific instruction is decoded by one of the non-specialized cores, 
it is forwarded to the TxPC. When the TxPC executes this instruction, it  returns the 
result back to the associated core and this core places the result in its TMR register.

(a) (b)

Figure 1. Connecting the Transaction Processing Core with the other cores on-die. The gray 
parts represent the micro architectural extensions. (a) TxPC is connected to the front-side bus. 
(b) When a transactional instruction is decoded (1) it  is forwarded to the TxPC (2). When the 
result is produced by the TxPC, it  is send back to the requesting core (3). Then the result is 
placed in TMR (4).

To  accelerate conflict  detection  and address translation, TxPC indexes the 
transactional objects in a very fast low-latency content addressable memory [16]. An 
abstraction of the storage structure that the TxPC uses to track a transactional objects 
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along with the meta data associated with each object is shown in Figure 2.  For each 
object accessed in a transaction, TxPC keeps record about the address of the global 
shared object, the transaction that accessed it  and the address of local copy of the 
object per each transaction that accesses it. For every object being accessed for the 
first time, the STM library creates a local copy of the object that is private for the 
transaction and supplies TxPC with the aforementioned information through the 
OpenObjectForRead  and  OpenObjectFo rWrite  instructions.  For  the 
complete TxPC ISA extension reader is referred to the more detailed technical report 
of TxPC [14].

Figure 2.  The Transaction Processing Core uses a matrix-li ke data structure to index the 
transactional objects. The big grayed boxes show the details about the associated group of cells. 
Each  row  contains information about a transactional objects. Transactional objects are 
distinguished by their virtual address and process ID. Each column contains information about 
the objects that a given transaction has read or written. Diff erent transactions are distinguished 
by the transaction ID (TxID) and the process ID (PID). Every transaction is given an overf low 
(OF) bit that tells whether the read and write set of the transaction has overf lowed. Each cell in 
the matrix tells whether a transaction has read (R) the object, written (W) the object, the object 
creates a conflict (C) within the transaction and the transaction-local address where the copy of 
the object is stored.

An important consideration in the baseline design of the Transactional Processing 
Core is  that it  has minimal overall  CMP hardware re-design impact, requiring 
minimal changes to the other non-specialized cores and the interconnect. Thus, when 
the transistor budget becomes generous enough, TxPC can be easily built into the next 
generation heterogeneous Chip-Multiprocessors.

3   Transactional Memory Management

In every  transactional memory  system, execution of  a transaction involves very 
specific memory management, necessary for creating private working copies of the 
objects the transaction operates on [6] or backing up the original values of the objects 
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when they are updated in a transaction [5]. When transaction commits, all  the memory 
allocated for the tentative updates is freed. This transactional memory allocation and 
the deallocation abides to a very simple pattern with two phases: (1) when transaction 
executes, it  accumulates memory and (2) when it  commits or aborts it  returns the 
allocated memory back to the pool. In Software Transactional Memory, these memory 
management operations are handled by the STM library.

Because of the simplicity in managing the memory for the tentative object copies, 
we propose implementing the transactional memory management in the TxPC core. 
The benefit of this enhancement is that the STM library becomes simpler since it will  
be off-loaded from the task of  handling auxiliary  operations not related with the 
transaction execution. The implementation of this approach involves changes in the 
operating system (memory manager) and the TxPC's ISA extension (OpenObject-
ForRead  and OpenObjectForWrite  instructions). The memory manager in the 
operating system is modified to manage a special heap Ð transactional heap. All  the 
features of the transactional heap are similar to the normal heap [15]  with three 
exceptions:

1. processes running on the system are prevented by the operating system to 
allocate and deallocate memory  from this area and only  the Transaction 
Processing Core can allocate and deallocate memory from the transactional 
heap; 

2. threads that do not run any transaction cannot read or update the transactional 
heap; and

3. threads executing transactions cannot access other transactions' memory on 
the transactional heap.

To keep track of the free and allocated space in the transactional heap, TxPC uses a 
circular queue like data structure (Figure 3). The head of the queue points to the most 
recent chunk of memory that has been allocated in time and the tail  to the oldest 
chunk of memory. The algorithm that TxPC uses to manage the transactional heap is 
to always move forward (advance) the head and tail  pointer when memory  is 
respectively allocated or freed. For example, Figure 3 (a) shows a transactional heap, 
which contains memory chunks allocated in time order by two different transactions. 
When transaction TX2  commits (Figure 3  (b)),  its memory  is  marked as free 
(overwritten by a token symbol Ð zero). In this case the tail  pointer does not change 
because the memory chunk that has been allocated first is not freed. At this point, the 
heap is  fragmented which  results to  memory  waste. Af ter that (Figure 3  (c)), 
transaction TX3 allocates 2 memory chunks, which causes the head pointer to advance 
forward. In Figure 3 (d) transaction TX 1 aborts, memory allocated by this transaction 
is returned to the heap. In this case the oldest memory chunk allocated in time is also 
freed which causes the the tail to advance to the memory chunk which happens to be 
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oldest.  Now,  when TX1  freed its memory,  the created fragmentation in (b) has 
disappeared and the wasted memory gained back.

(a) (b)

(c) (d)

Figure 3. Transactional memory  management using circular queue: (a) there are two 
transactions with allocated memory (TX1 and TX2); (b) TX2 commits and memory associated 
with TX2 is freed; (c) TX3 allocates 2 memory chunks; (d) TX1 aborts and frees  its memory.

To benefit from this specialized memory management, we change the semantics of 
the OpenObjectForRead and OpenObjectForWrite instructions from the 
TxPC's ISA extension [14]. The old signature and the semantics of these instructions 
is:

- OpenObjectForRead TxID sharedObjectAddress localAddress objectSize
- OpenObjectForWrite TxID sharedObjectAddress localAddress objectSize

To properly index the shared objects, the STM library specifies the transaction ID, object's shared and 
private (local) addresses, and object's size. The TxPC registers the object into transactions read/write set 
and asynchronously checks for occurring conf licts. If  a conflict  is detected, TxPC raises an interrupt to 
acknowledge about that.

The new signature and semantics of these instructions is:
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- OpenObj ect ForRe ad Tx ID  sh ar edObj ect Addre ss  ob je ctS iz e
- OpenObje ctF or Wri te  Tx ID  sh ar edObj ect Addre ss  ob je ctS iz e

The STM library does not any more deal with creating a private copy of the shared transactional objects. 
It  just  passes  the  address  of  the  shared  copy  to  the  TxPC,  then  TxPC allocates  memory  from  the  
transactional  heap,  creates  a  private  copy  of  the  object,  registers  the  object  into  the  transaction's 
read/write set and returns the address of the private copy by placing it into the TMR register. Again the 
object is asynchronously checked for any conflicts and if there is a conflict an interrupt is raised. 

The  introduced  memory  management  for  transactions,  transfers  the  burden  of 
routine memory management from the STM library into the hardware thus making the 
STM  library  simpler.  Also,  this  approach  decouples  the  logic  of  executing  a 
transaction from the auxiliary operations for doing irrelevant bookkeeping. 

4   Conclusion

In this paper we have introduced a memory management extension for the Transaction 
Processing Core. With the integrated memory management in TxPC, the STM library 
becomes functionally simpler as it is off-loaded from the task of performing irrelevant 
auxiliary  operations.  With  the  introduced  enhancement,  when  an  object  is  being 
accessed for the first time, the STM library provides the TxPC only with the address 
and size of the accessed object.  Then TxPC allocates memory on a special trans-
actional heap, creates a transaction private copy in this area and returns the address of 
the private copy though the TMR register. When the transaction commits or aborts the 
deletion of the tentative copies is again automatically done by the TxPC core.

Implementation  of  the  transactional  memory  management,  requires  minimal 
changes in the Operating System and the TxPC core. The memory manager in the 
operating  system  should  prevent  the  processes  from  allocating  and  deallocating 
memory from the transactional heap. To manage the heap the TxPC core should utilize 
a circular heap. The head of the queue points to the most recently allocated memory 
and the tail  points to the oldest. The head and the tail pointers are always forward 
advanced respectively when TxPC allocates or frees memory.
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