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Outline 

Background 

Building for interaction 
 Current research on applying quantum-inspired 
formalism for modeling interactive information 
retrieval 

Measuring for engagement 
 Proposal for developing measures of user 
engagements 
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Building for  interaction - Outline 

Quantum theory formalism 

Quantum-inspired (interactive) Information Retrieval 
framework 

Instantiation for ad hoc scenario 
 Document representation 
 Query representation 
 Some initial results 

Quantum theory (in three slides) 

ϕ

System in a known state System in an unknown state 

Quantum theory describes the behavior of matter at 
atomic and subatomic scales 

Physical system can be in a certain state (unit vector) in a 
state space (Hilbert space) 

one state vector  

H H

weighted set of state vectors
sum of weights is 1  

ϕ V = {(ϕ,V(ϕ))}



9/23/10 

3 

Quantum theory (in three slides) 

A state vector (and by extension a weighted set of state 
vectors) defines a probability distribution over events 
(subspaces) 
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The Quantum IR (QIR) formalism 

Information needs often composed of several aspects 
 TREC-8 topic 408: “What tropical storms (hurricanes and typhoons) have 
caused significant property damage and loss of life?” 
 “Good and recent introductions to quantum mechanics by leaders in the field” 

We suppose there exists a space of aspects (Hilbert space) 
State vectors are aspect vectors 
Information need = weighted set of aspects vectors 

In our instantiation, aspect space = topical space 
                         dimension = term 

The Quantum IR (QIR) formalism 

Events of interests in IR: 
•  Document relevance 
•  Interaction with a user 

Provided we know how to compute the subspace 
associated to an event, we can compute: 

-  Its probability given an information need (projection) 
-  The new weighted set corresponding to the 

“updated” information need (after                      
projection and normalisation) 
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QIR: Document representation 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html

Document	
 We can associate to each 
fragment a state vector 

aspect 

A fragment is an answer 
to an aspect 

A document can be 
decomposed into 

fragments 

QIR: Term representation 
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Each time, an aspect must be satisfied for a document to be relevant 

The more aspects are satisfied in the document, the more the document is 
relevant 

One term 
The aspect can be any of the 
fragments containing the term 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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QIR: Query representation 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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Mixture for 2 terms 
The aspect can be any of the fragments 
containing any of the terms 

Each time, an aspect must be satisfied for a 
document to be relevant 

The more aspects are satisfied in the document, the 
more the document is relevant 

Works better for “records management metadata” than “social networks mining” 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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QIR: Query representation 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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Mixture of superpositions for 2 terms 
The aspect can be any of the superpositions of 
fragments from each term 

Each time, a superposition of aspects must be 
satisfied for a document to be relevant 

The more superpositions of aspects are satisfied 
in the document, the more the document is 
relevant 

Works better for “social networks mining” than “records management metadata” 

are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to

update the profile representation before the system evaluates the relevance of

the next incoming document. This process simulates a user interactive relevance

feedback, since the user can only judge a document if it is retrieved.

2.1 Building the Document Subspace

Our main hypothesis is that a document can be represented as the subspace Sd

spanned by a set of vectors, where each vector corresponds to an IN covered by

the document. In practice, we assume that we can decompose a document into

text excerpts that are associated with one or more INs. For a document d, we

denote Ud the set of such vectors.

There are various possibilities to define the excerpts and how to map an ex-

cerpt to a vector, ranging from extracting sentences, paragraphs to using the

full document as the single excerpt. As a first approximation, we chose to use

sentences as excerpts (simple heuristics were applied to detect sentence bound-

aries1), and to transform them into vectors in the standard term space after stop

word elimination and stemming. The weighting scheme used to construct vectors

was either tf or tf-idf (see Section 3).

To compute the subspace Sd from the set of vectors of Ud (which are then

spanning the subspace), an eigenvalue decomposition is used. The eigenvectors

associated with the set of non-null eigenvalues of the matrix
�

u∈Ud
uu� define

a basis of the subspace spanned by the vectors from Ud. As the vectors from Ud

are extracted from a corpus, we are not interested in all the eigenvectors but

only in those that are associated with high eigenvalues λi, since low eigenvalues

might be associated with noise. We used a simple strategy to select the rank of the

eigenvalue decomposition, where we only select the eigenvectors with eigenvalues

superior to the mean of the eigenvalues.

2.2 Profile Updating and Matching

The representation of the filtering profile is closely related to the above described

document representation. We rely on the quantum probability framework to

compute the probability of a document matching this profile.

The profile is updated whenever a document is retrieved. At each step, we

can construct two sets Ψ+ and Ψ− that correspond to the set of all the INs of the

retrieved documents that are relevant (resp. non relevant). From the set Ψ− we

build a negative subspace N (as described in the previous section) and assume

that vectors lying in this subspace correspond to non-relevant INs. This process

is the underlying motivation of using a subspace for the negative sub-profile. We

denote N⊥ the subspace orthogonal to this negative subspace.

1 We use http://www.andy-roberts.net/software/jTokeniser/index.html
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are filtered one by one in a specified order, and each time the system decides

whether to retrieve the incoming document or not. Only when the document

is retrieved by the system, its associated relevance assessment can be used to
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QIR: Query representation 
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Experiments 

•  TREC 1, 2, 3, 5, 6, 7, 8 
•  Basic ad hoc scenario 
•  BM25 as benchmark 

Collections 

•  Sliding window of span 5 for documents 
•  Window of span 5 for terms 
•  Binary weighting scheme 

Extracting aspects 

•  Compute the term representation for each term 
•  Compute the query representation from term 

representation 
•  Evaluation with Mean Average Precision 

Process 
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Results 

TREC 1 TREC 2 TREC 3 TREC 5 TREC 6 TREC 7 TREC 8 

BM25  0.230  0.209  0.282  0.148  0.224  0.182  0.236  

M  0.205*  0.184*  0.226*  0.115*  0.173*  0.142*  0.165*  

MS  0.209*  0.167*  0.206*  0.112*  0.157*  0.117*  0.159*  

T 0.232  0.195*  0.281  0.148  0.214  0.182  0.234  

M= Mixture             MS=Mixture of superpositions          T=Tensor product      
     

* significance at a 0.01 level (paired t-test) 

What is next? 

•  Validating the hypotheses 
•  Term, topic and aspect Exploration 

•  Automatic query construction 
•  Interaction 
•  Diversity and novelty 

New tasks 

•  Multimedia retrieval 
•  Poly-representation Extensions 
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Measuring for engagement - Outline 

1.  Motivation and examples 

2.  Definition of user engagement 
1.  What are its characteristics? 
2.  How to measure it? 

3.  Lines of research 
1.  Developing measures and models 
2.  New perspectives from immersion in gaming 
3.  Designing for engagement 

4.  Work flow 

Motivation 

User engagement is a quality of user experience that emphasizes the positive 
aspects of interaction – in particular the fact of being captivated by the technology.  

Successful technologies are not just used, they are engaged with.  

This is particularly important for a company with a strong focus on the front-end of 
technology.  

 A web interface that is boring, a multimedia presentation that does not 
captivate users’ attention or an online forum that fails to engender a sense 
of community are quickly dismissed with a simple mouse click. 

(O’Brian and Toms, 2008)   

 User engagement is how we nurture and build a community. 
(John Byrne, BusinessWeeks’ online editor 2009) 
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Would a user engage with this result page? 

Would a user engage with this result page? 
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Would a user engage with this result page? 

What about social networks and games? 
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What about the “serious” stuff? 
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What about “non-interaction”? 
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What is user engagement? 

“The emotional, cognitive and/or behavioural connection 
that exists, at any point in time and over time, between a 
user and a technological resource” 

New field of research stemming from the increasing interaction 
between users and web services and technologies 

Current work focuses on two aspects 
  What are the characteristics of user engagement? 
  How can we measure user engagement? 
- Subjective measures 
- Objective measures 

Characteristics of user engagement 

• Users must be focused to be engaged  
• Distortions in the subjective perception of time used to measure it Focused attention 

• Emotions experienced by user are intrinsically motivating 
• Initial affective hook can induce a desire for exploration or active discovery Positive Affect 

• Sensory, visual appeal of interface stimulates, promote focused attention 
• Linked to design principles (e.g. symmetry, balance) Aesthetics 

• People remember enjoyable, useful, engaging experiences and want to repeat them 
• Reflected in e.g. the propensity of users to recommend an experience Endurability 

• Novelty, surprise, unfamiliarity and unexpected 
• Appeal to user curiosity, encourages inquisitive behavior and promotes repeated engagement Novelty 

• Richness captures the growth potential of an activity 
• Control captures the extent to which a person is able to achieve this growth potential Richness and control 

• Trust is a necessary condition for user engagement 
• Implicit contract among people and entities which is more than technological Reputation, trust and expectation 

• Motivation, incentives, and benefits 
• Difficulties in setting up “laboratory” style experiments User context 
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Subjective measures 

Exploratory and 
Qualitative Studies 

• Aim at defining the 
important 
characteristics 

• Conducted on a small 
number of users 

Post-Experience 
Questionnaire 

• Measure engagement 
characteristics given an 
interactive experience 

• Conducted over a 
representative sample 
of users 

Record a user’s perception (generally self reported) of the 
technology 

Two-part processes: 

Objective measures 

Necessary  
• To overcome the subjectivity of post-experience questionnaires 
• To measure engagement over large populations and over time 

•  Ask a user to make some estimation of the passage of time during an activity. 
Subjective perception 

of time 

•  Useful to assess how immersed is the user  Eye-movement 

•  How well somebody performs on a task immediately following a period of engaged 
interaction 

Follow-on task 
performance 

•  An estimate of the degree and depth of visitor interaction against a clearly defined 
set of goals 

•  Based on web analytics (e.g. click-through rate) 
Online behaviour 

•  Relate system effectiveness and user satisfaction 
•  Designing user models is an important and active research area 

Information Retrieval 
(evaluation)  
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Diagnostic and what we can do 

Diagnostic: work exists, but fragmented. In particular: 
  What and how to measure depend on specific scenarios (services and goals) 
  Lack of understanding of how to integrate subjective and objective measures 

What we can do: 
  Built on solid foundation of existing work in HCI, IR, IS and web evaluation 
  Explore mappings between objective and subjective measures 
  Relate small and large scale (user) experiments 
 Take inspiration from related domains 

In addition 
 Have an impact on the design of web services and technologies 

Measures and models 

Goals 
  Obtain an understanding of how a range of user engagement characteristics 

relate to specific and across web services 
  Relate them to existing or new web analytics, IR, and user engagement 

measures 

Outcomes 
  Classifying characteristics of user engagement as relevant to particular web 

services 
  Identifying which and how characteristics can be predicted from data (e.g. web 

logs, eye tracking, surveys) 
  Develop qualitative and quantitative models of user engagement 
  Methodology for measuring and understanding user engagement 

Mapping and 
learning (signals) 
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 Immersion in gaming 

Goals 
 Develop novel concepts of user engagement through examination of the 

notion of immersion as it is used in gaming 

Outcomes 
  Understanding the links and contrasts between user engagement and 

immersion 
  Leveraging this understanding to enrich model of user engagement 
  Developing and testing additional metrics relevant to search and different 

genres of web interaction 

Designing for user engagement 

Goals 
Designing for user engagement 
  Focus on vertical/aggregated search, and extending to other web services 

(products) 
  Iterative, user-centered design process incorporating evaluation throughout 

Outcomes 
  Evaluated prototype solutions for promoting user engagement in a range of 

contexts 
  Generalizable design recommendations in the form of reusable interaction 

design patterns 
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Work flow 

  Building on existing solid and fundamental work and methodology 
 Taking inspiration from and ready to explore other areas (e.g., game, software 

metrics, …) 
  Permanent and continuous interaction with relevant stakeholders and associated 

products 

Starting  
Investigating and surveying 
user engagement in 
stakeholders and relevant 
and related literatures 

Building up 
Theoretical and 
experimental 
results 

Output 
•  Metrics 
•  Models 
•  Design guidelines 

Stakeholders 

Inspiration from 

related areas 

Solid 

foundations 

Interdisciplinarity a MUST 
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