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ABSTRACT
It is well known that in web search, users access only a
small fraction of the presented results. Increasing the result
space of web users to provide them more relevant informa-
tion but without expecting them to access more results is
thus important as the amount of information published on
the web is continuously growing. In this paper, we introduce
the concept of a digest page, which is a fictitious document
built from the clustering of result documents returned by a
search engine as answers to a query, and where each cluster
has its documents summarized into the digest page. This
paper presents preliminary designs regarding the construc-
tion, the presentation, and the ranking of digest pages. It
also shows how digest pages can be used to capture the con-
text of a query through the concept of an aggregated digest

page, which is based on the aggregated search paradigm of-
fered by some search engines.

Categories and Subject Descriptors

H.3.3 [Information Search and Retrieval]: Search process;
H.5.3 [Group and Organization Interfaces]: Web-based in-
teraction

General Terms

Design, Management

Keywords

result space, digest page, aggregated digest page, clustering,
summarization, query context

1. MOTIVATION
When a query is submitted by a user to a search engine, the
latter returns result pages of (mostly) ten web documents.
An individual result, i.e. a web document, may be selected
by the user based on the description associated with that
result (usually the title and the abstract as provided by the
search engine). The web document is then explicitly ac-
cessed by the user clicking on the document title. We call
the result space of a user the set of retrieved documents that
have been accessed by the user.

It is well known that in the context of web search, users
typically access a very small number of documents [19, 20],
or in other words, user result spaces are typically small. A
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user study in [26] has shown that over time the percentage
of users viewing fewer result pages per query has increased.
For instance, from 1997 to 2001, the percentage of users
examining one result page per query increased from 28.6%
to 50.5%. This percentage further increased to more than
70% after 2001. This suggests that a user result space is
mostly confined to documents contained in the first, second
and sometimes (at most) third result page.

In addition to the small number of result pages being
viewed by users, the number of individual web documents
viewed on each page is also low. The study reported in
[18] found that out of 10 documents displayed, 60% of users
examined fewer than 5 documents and around 30% viewed
only one document. A similar study [17] showed that users
on average viewed about 2 to 3 documents per query, 55% of
users viewed only one document per query and 20% viewed
a document for less than a minute.

When a user result space is limited to very few documents,
it becomes important to return more diverse results on these
pages to provide a good coverage of the information available
on the web about the topic of request [12]. Returning diverse
results is also important when the same query is submitted
to the search engine, but with different information needs -
user intents – behind that query. Results should provide a
glimpse of these various possible information needs [27]. The
issue of diversity is even more important for short queries,
which are ambiguous by nature. Although progress has been
made towards increasing diversity of results (see e.g. [23, 29,
25, 13]), it is not clear that these have led to an increase
of the user result space. This is because these approaches
mainly consist of a re-ordering of the list of (estimated) rel-
evant web documents. It is unlikely that users will actually
access more result pages and/or more documents. Next we
discuss other techniques that can be used to increase user
result space.

Aggregated search is one such technique. It returns search
results from various domains (web, image, video, news, etc)
and presents them together onto one result page. Exam-
ple of aggregated search engines include, Google’s Universal
Search [1], Yahoo!’s alpha [2], Ask’s X [3] and Microsoft’s
Live [4]. Users have then access to different types of results,
all in one page. This can be beneficial for some queries,
e.g. looking for “traveling to London”, and being returned
maps, blogs, weather, etc. The result space of a user may
be increased because different types of results are being re-
tuned. However, there are actually less results of each type
being returned since all results (those selected from each
domain) must fit within that one result page. Aggregated



search thus does not increase the result space with respect
to a particular domain. However, aggregated search can be
used in conjunction with digest pages to increase a user re-
sult space. We explain in this paper how this combination
can provide more focused results, as an attempt to capture
user intent.

Clustering is another approach that can be used to in-
crease a user result space. The aim of clustering is to group
search results into clusters, where the documents in a clus-
ter are focused on some aspects of the query, and docu-
ments across clusters have different focus [28]. Examples of
clustered-based search engines include clusty [5] and Vivisimo
[6]. However, it is not enough to simply return clusters
as this has proven non-satisfactory from a user perspec-
tive. It is important to provide to the users some sort of
overview of the content of the documents forming a clus-
ter. A common approach to provide such an overview is
multi-document summarization. Example of systems based
on this technique include WebInEssence [14], NewsInEssence
[24], NewsBlaster [22] and QCS [16].

There has not been studies investigating whether clus-
tering and multi-document summarization have lead to an
increase of a user result space, and whether the increase, if
any, has been both satisfactory and beneficial to users. The
aim of our long-term research is to conduct such a large-scale
investigation.

In this paper, we introduce the concept of digest pages,
which are fictitious documents built from the clustering of
result documents returned by a search engine as answers to
a query, where each cluster has its documents summarized
into the so-called digest page. Our belief is that delivering
digest pages – instead of web documents – to users in an
appropriate form will allow them to have access to more
relevant information - satisfying their information need –
without changing the way they interact – as little action
as possible – with a search engine. We describe how we
propose to build a digest page using clustering and multi-
document summarization (Section 2), to present a single
digest page (Section 3), to return a ranked list of digest
pages (Section 4), and to construct an aggregated digest
page to allow for more focused results (Section 5).

2. GENERATING A DIGEST PAGE
The previous section motivated the need to provide web
users with more information to answer their queries, but
without expecting them to perform more actions (e.g. click-
ing on more results) to access this additional information.
For this purpose, we propose to return as answers to a query
a ranked list of digest pages instead of a ranked list of indi-
vidual web documents.

At this stage of our work, we are interested in investigat-
ing the concept of digest pages as a means to increase a user
result space. Although the quality of a digest page is crucial,
at this stage we use established approaches – namely clus-
tering and multi-document summarization – to construct a
digest page. In later work, we will look into other means to
generate digest pages. The idea itself is not new, but so far,
to the best of our knowledge, has not been investigated as
a means to increase the result space of web users. The two
main steps, clustering and multi-document summarization,
are discussed next.

2.1 Step one: Clustering

To construct a ranked list of digest pages, the individual re-
sults (web documents) returned as answers to a given query
are clustered into a ranked list of clusters, each of them com-
prising of documents that are related in focus. The clusters
can be returned as answers to a given query.

In this work, we used Carrot
2 [7], a freely available clus-

tering tool to cluster the individual search results. Carrot
2

provides an architecture for acquiring search results from
various sources (YahooAPI, GoogleAPI, etc), clustering the
results and visualizing the clusters. Currently, five clustering
algorithms are available that are suitable for different types
of document clustering tasks [7]. We used Lingo, which is
the default clustering algorithm for Carrot

2. The clustering
tool generates clusters of search results in ranked order of
(estimated) relevance and a title for each cluster.

Zeng etal. [28] explained the advantage of clustering web
search results. Consider the query “jaguar” submitted to
some (unnamed) search engine. Users interested in search
results related to “big cats” had to go to the 10th, 11th,
32nd and 71st documents to obtain relevant information.
It is however likely that if the results were (appropriately)
clustered, then documents related to the big cat sense would
have been grouped together, thus allowing the user a more
focused (and faster) access to relevant content.

To experiment with Carrot
2, we elicited fifty queries from

PhD students from the information retrieval group at Queen
Mary, University of London. Some of the queries are listed
in Table 1. These queries were submitted to the Yahoo!
search engine. We then collected the top 200, 300 and 500
document results returned by Yahoo!. It was observed that
on average the number of clusters with respect to result size
(200, 300 and 500) varied from 25, 23 and 18, respectively;
these are much smaller numbers that the total numbers of
returned documents. Also, the size of the clusters varied be-
tween 2 - 33 documents per cluster. Note that the set-up of
Carrot

2 allows experimenting with the number of required
clusters, and their size.

The grouping of search results provides an insight into
the different contexts of a query. This is illustrated in Table
1. Providing clusters – and means to grasp their content
– can help web users to identify the focus of their search,
e.g. “hotel in London” versus “traveling in London”. It
can also help disambiguate words having different meanings,
e.g. “java”, “jaguar”, etc. We discuss how we exploit this to
construct aggregated digest pages in Section 5.

2.2 Step Two: Multi-document summarization
Returning clusters only – whether or not as a means to in-
crease a user result space – is not satisfactory. Indeed, stud-
ies (e.g. [15, 21]) have shown that simply returning clustered
results was ineffective from a user perspective. In addition,
although clustering tools often return a title for each of the
created clusters (see for example Table 1), these can be too
cryptic for users. Furthermore, a title cannot replace a doc-
ument, however informative it is with respect to the content
of that document. The content of the documents forming a
cluster need to be appropriately presented.

This is exactly what we propose to do to construct a digest
page. When a user clicks on a digest page, they will be
provided with an overview of the information contained in
the documents forming the cluster. In this paper, we use
multi-document summarization technique to generate such
an overview, leading to the content of a digest page.



Example

Query

1st Cluster 2nd Cluster 3rd Cluster 4th Cluster 5th Cluster

Air Pres-

sure

Tire Pressure Pressure Mea-
surement

Weight of the Atmo-
spheric

Pressure Changes Sea Level

Bank Personal and
Business Bank
Services

Checking Savings
Mortgage Loans

Financial Holding
Company Serving

Credit Cards Bank of America

Bill Clinton President Bill
Clinton

William Jefferson Bill Clinton Biogra-
phy

Book Bill Clinton Clinton Presidential
Library

Jaguar New Jaguar Jaguar Parts Music Videos Panthera Onca Apple Mac OS
London London Hotels England United

Kingdom
Official Sites for the
Annual festival

Annual Events London Weather
Forecast on Yahoo

Nutrition Health Food Nutrition Educa-
tion Programs

Diet and Nutrition Nutrition Articles School of Public
Health

Puma Puma Shoes Cougar Mountain
Lion

Information about
Puma

Champs Sports Puma Pictures and
Puma Videos

Table 1: Clusters showing the different contexts for six queries

Currently, for a given query, the top 200 search results are
fetched from Yahoo! Wikipedia in response to the user query.
We have restricted our search domain to Yahoo! Wiki, which
returns wikipedia documents that are easier to summarize.
This allows us to concentrate on the benefit of digest pages,
without the concern of having to ensure that meaningful
summaries are generated (a problem we encountered when
using current summarization tools on web documents made
of many links).

To generate an overview of a cluster, i.e. the digest page,
the top n paragraphs from each document were extracted.
We varied n from 3, 5 and 7. With n = 3, it was observed
that the length of the generated digest pages was too short
and hence contained little information. With n = 7, the
digest pages were too long, as they contained too much in-
formation compared to the information contained in the in-
dividual documents. The length of the digest pages obtained
with n = 5 was considered reasonable since they were nei-
ther too short nor too long. The extracted paragraphs were
then used to create the digest page (figure 3).

We also experimented on how to place these paragraphs on
the digest page. Two approaches were followed. In the first
approach, paragraphs were displayed in the order of their
respective document ranking within each cluster. In the
second approach, we re-ranked these paragraphs by com-
paring their first sentences using maximum marginal rele-
vance (MMR). The MMR criterion aims to reduce redun-
dancy among sentences while maintaining the query rele-
vance in ranking [12]. Although the second approach pro-
duced digest pages that contained paragraphs in the order
of relevance to the query, these digest pages did not read
well (in the sense of a “story”), in particular compared to
those generated with the first approach. Therefore, in our
current implementation, we adopted the first approach. It
should be pointed that this outcome is likely to be due to the
fact that we restricted ourselves to the retrieval of wikipedia
documents, whose first few paragraphs usually contained the
most important and informative content.

3. PRESENTING A SINGLE DIGEST PAGE
In the previous section, we described how the content of a di-
gest page can be generated. The next step is to look at how
a single digest page is presented to users. The way a digest

page is presented will have an impact on the way web users
will interact with it. It is important to generate good qual-
ity digest pages so that the information provided in them
are meaningful and useful to users. To investigate whether
digest pages allow users to have access to more information
without having to view more web results, we designed two
possible presentations of a digest page. Both are based on a
similar interface, as we are concerned with presentation and
not interface issues. The aim and purpose of each presenta-
tion are discussed in the subsequent sections.

3.1 Presentation One: Without links
In the first presentation (figure 1), the digest page contains
a summary of the information contained in the documents
forming the cluster, and nothing else. There are no links
from the digest page to the documents upon which the digest
page was generated (we discuss this case in the next section).
In addition, to provide results that have the same look and
feel as standard web results, we use the same layout as the
original documents (in our case wikipedia documents).

With this presentation, we want to investigate whether
returning as results to a given query a list of digest pages
would be satisfactory and helpful to users. If this were the
case, it would mean that we are able to return more infor-
mation to users, thus increasing their result space, without
changing the way they access web search results (e.g. very
few clicks). The questions that we will address with the
design of this presentation (i.e. digest page without links
to the original document results) include the following: Is
it enough to present a digest page as a cluster overview?
What is a good size for a digest page? How should the size
relate to the documents? Should users be aware that they
are reading a result that has been constructed and not an
original result?

3.2 Presentation Two: With links
With this presentation, the digest page contains links to
the original documents. As digest pages are fictitious doc-
uments, it may be that users want to have access to the
original documents. This could be for many reasons, includ-
ing wanting to read more detailed information – recall that a
digest page is a summary of the information contained in the
documents forming a cluster, or wanting to check the source



Figure 1: Digest page with no links to original doc-

uments

of some of the information summarized in the digest page.
It will be necessary to compare the presentation of digest
pages without links (as discussed in the previous section)
and with links. The questions that we will address with the
design of this presentation: Are users satisfied with being
returned digest pages? Do they want to have access to the
original documents? And if so, why and when? If they are
given access to the original documents, how often do they
access them? Are links needed and used depending on the
type of information needs (e.g. [11])?

Not only it is important to investigate the importance of
providing links, since digest pages are fictitious documents,
but we must also provide means to generate the links and to
position them appropriately on the digest pages. Regarding
the generation of links, the easier solution is to have one link
per document. This number may be reduced if documents
that are very similar are identified (e.g. near-duplicates),
or/and only the most authoritative documents are consid-
ered (using for example a PageRank value). We leave this
issue for future work. At this stage of our work, we adopt
the simplest approach, and assume that a link is generated
for each of the documents forming the cluster with which
the digest page is associated. In the rest of this section, we
concentrate on the positioning of the links on a digest page.
We discuss two possible designs.

3.2.1 Links as a list
This is the presentation adopted in WebInEssence and NewsI-
nEssence. There, MEAD [8] was used to generate a repre-
sentative summary of the documents forming a cluster. The
links to the documents used to generate the summarized
page were listed below the summary. We also adopt this
presentation in our work. As shown in Figure 2, all the
links (one per document) are displayed at the bottom of the
digest page.

Such presentation is straightforward. The only difference
with the presentation without links is that here links are pro-
vided at the bottom of the digest pages. Although straight-

forward, presenting the links this way may not be that help-
ful to users, as they are not likely to see which link relates
to which part of the digest page. No context is provided
for the link, which may be unsatisfactory to the user. We
discuss next a presentation that provides this context.

Figure 2: A digest page with links as a list

3.2.2 Links in context
In this presentation, the digest page will have the links to
the original documents in context. This presentation ap-
proach was also adopted by NewsBlaster [22, 9], where the
source (i.e. news article) of every sentence of the summary
is provided, as a link, after the sentence.

In our work, we do the same, but at paragraph level. This
is because, in our current implementation, we are extracting
paragraphs and not sentences from the documents to form a
digest page. Figure 3 shows how a digest page is presented
according to this design. In this presentation, every para-
graph is associated with the document from which it was
extracted. This is to allow users to relate the content of
each paragraph to its actual source. Also, to help users re-
late to the document visually, the link is implemented as a
small scrolling window (as seen in figure 3) with each para-
graph, which contains the actual document from which the
respective paragraph was extracted. This is to allow users to
glance at the document without having to open it separately
in a new window (by clicking on it).

There are many variants here. If there is one paragraph
per document, then all documents will be linked once from
the digest page. If there are several paragraphs per docu-
ment, we may want to have a link per paragraph; this would
be necessary if the paragraphs are distributed in the digest
page. If these paragraphs are presented in sequence, only
one link may be necessary. Finally, it may be the case that
a digest page does not contain text from all the original doc-
uments; this would be the case if some documents contain
highly redundant content. Therefore, we can either provide
several links, one for each document or we can provide only
one link, the one associated with the“best”document, where
best has to be defined.



Figure 3: A digest page with links in context

We believe that presenting links in context is more promis-
ing that presenting them as a list at the bottom (or at the
top) of the digest page. This however has to be investigated
through user experiments. In addition, how to present the
links in context, is far from being trivial, as they are many
variants, which should also be investigated.

To conclude, the three proposed designs (one without links
and two with links) are viable alternatives for presenting a
digest page. Each design comes with its own issues, which
themselves have to be investigated. In addition, they should
be compared, in order to determine what is the best way to
present a digest page. Users have set ways to interact with
search engines, thus although returning digest pages could
increase a user result space, these digest pages have to be
accepted by users. It will thus be important to investigate
the quality of a digest page versus its presentation. Finally,
it will be important to relate each presentation to the type
of information need.

4. RETURNING DIGEST PAGES
In the previous section, we discussed how a single digest
page could be presented. In this section we describe how
sets of digest pages could be returned as results to a query.

The digest pages should be returned as a ranked list of
results, in the same way as web documents are returned as
answers to a query. The most relevant digest page should
be ranked first, followed by the second most relevant one
and so on. As discussed in Section 2.1, clustering tools like
Carrot

2 produce a ranked list of clusters. We could thus use
the same ranking, i.e. the digest pages are ranked exactly
in the same way as their corresponding clusters. A second
option would be to consider the content of the digest pages
themselves to produce the ranking. The size of the digest
pages (e.g. number of paragraphs) may impact the ranking.
The actual content of the digest page, as generated by the
employed summarization technique, may also have an effect
on the ranking. For the purpose of our work, i.e. the study
of digest pages as a mean to increase a user result space, we

simply adopt the same ranking as provided by the clustering
tool.

As in standard web search, we generate a snippet for each
returned digest page. This is shown in figure 4, and mim-
ics how search results are conventionally presented in web
search. This snippet could correspond to the most compact
summarization of the documents forming the cluster lead-
ing to that digest page. It could be done on the basis of
the digest page itself. In our current implementation, the
snippet corresponds to the top five sentences of the digest
page together with the title of the cluster. These and other
techniques should be investigated and compared.

Figure 4: Ranked list of digest pages

5. AGGREGATED DIGEST PAGE
We can exploit the fact that, through clustering, web doc-
uments are organized according to how related they are to
each other. Indeed, documents contained within a cluster
are focused on some aspect(s) of the topic of request (see
Table 1). If a user clicks on a particular digest page, it may
indicate that he or she is interested in that particular as-
pect of the query, for example “theatre in London” and not
“weather in London” for the query “London”. This informa-
tion can be exploited using the aggregated search paradigm
offered by some search engines. We recall that aggregated
search combines results from two searches: vertical search
where search results from different search domains, namely
web, image, news, video, blogs, etc. are fetched, and hori-
zontal search, where results from these different sources are
combined and put together on one result page.

Now let us assume that instead of web documents, di-
gest pages are returned to users. The fact that a user clicks
on a digest page means that a cluster has been selected.
The digest page, the title of the cluster, or the documents
forming the clusters can be used to generate a more focused
query. i.e. an expanded query, reflecting the current user
intent. In our current implementation, we chose the follow-
ing approach. The expanded query is made of 1) the terms
contained in the initial query, and 2) the terms forming the



cluster title. A new search is then performed with the ex-
panded query on different search domains (web, image and
news). Finally, the results of this new search are presented
in what we call an aggregated digest page as shown in figure
5. There in addition to the digest page, the top 20 search
results from the web, images and news fetched using the
expanded query are displayed. By providing search results
from other domains, while at the same time remaining fo-
cused on the user intent (as identified by a click on the digest
page), we are providing additional information to the users
as answers to their queries, thus eventually increasing their
result space.

Figure 5: Aggregated digest page with query

“jaguar” and context “landrover”

To finish we compare such created aggregated digest page
to what an aggregated search engine returns. Let us take
for example the query “jaguar”. On selection of the digest
page generated from the cluster with title “landrover”we ob-
tain the aggregated digest page shown in figure 5. The same
query “jaguar” submitted to Yahoo! alpha or ASK X results
in aggregated pages shown in figures 6 and 7, respectively.
The aggregated page returned by Yahoo! contains informa-
tion with respect to the different context (e.g jaguar cars,
jaguar cats, etc) of the query. ASK X in addition displays
a list of suggested topics associated with the query on the
side pane. How our proposed concept of aggregated digest
page compares to these will need to be investigated. Conclu-
sions regarding the usefulness of aggregated digest pages as
a means to consider user search intent will be made through
user studies.

6. CONCLUSION AND FUTURE WORK
The aim of our work is to investigate means to increase the
result space of web users without expecting more effort from
them to access additional relevant information. For this pur-
pose, we propose to return digest pages instead of individual
documents as answers to queries. A digest page corresponds
to a summary of the information contained in the documents
forming a cluster, where clusters are built through the clus-

Figure 6: Aggregation with Yahoo! alpha for query

“jaguar”

tering of web documents returned as answers to the query.
As the number of clusters is smaller than the number of
returned documents, we are indeed returning less results.
However, with each result – the digest page – users are hav-
ing access to more information than they would have when
presented with individual documents.

In this paper, we discussed how digest pages can be gener-
ated using known approaches, namely clustering and multi-
document summarization, how a digest page could be pre-
sented to users, how they should be returned as a ranked list
of results, and how they can be used to capture user intent.
A number of alternative designs were proposed.

It should be pointed out that although we have several
possibilities, e.g. in ranking the digest pages, generating
links, generating the snippets, etc, an important factor that
we did not discuss is that efficiency. The issue of efficiency
will be be crucial factor in deciding which designs to select
for experiments and further developments.

The next phase of our research is to investigate users be-
havior towards the proposed concepts of digest pages and
aggregated digest pages. Various simulated work task situa-
tions [10] are currently being designed for this purpose. Re-
sults and observations made through these simulated work
tasks will inform us on whether the proposed concept of
digest pages and aggregated digest pages will lead to an in-
crease of user result spaces and if they do which approaches
are the most effective and why.
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