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Our Approach

• Aspect-based features outperform several strong baselines,
including BERT-based re-ranking method.

• Previously missing relevant entities are identified by aspect
retrieval and aspect link PRF features when combined with
L2R.

• Performance improvements obtained when replacing a
BM25 candidate set with a candidate set derived from
entity-support passages.

Conclusions

Data and code available at: https://github.com/shubham526/SIGIR2021-

Entity-Retrieval. 

Please reach out to us with any question! We look forward to talking 

with you!  

Abstract

Using entity aspect links, we improve upon the current state-
of-the-art in entity retrieval. Entity retrieval is the task of
retrieving relevant entities for search queries, such as
Antibiotic Use In Livestock. Entity aspect linking is a new
technique to refine the semantic information of entity links.
For example, while passages relevant to the query above may
mention the entity USA, there are many aspects of the USA of
which only few, such as “USA/Agriculture”, are relevant for this
query. By using entity aspect links that indicate which aspect
of an entity is being referred to in the context of the query, we
obtain more specific relevance indicators for entities. We show
that our approach improves upon all baseline methods,
including the current state-of-the-art using a standard entity
retrieval test collection from TREC Complex Answer Retrieval
(CAR).

Entity Aspects and Entity Aspect Linking (Ramsdell et al., 2020)

• Topics in which an entity is referenced. Example: FDA in the
context of its history versus FDA as a regulator.

• Sections on Wikipedia page of entity defined as aspects for
the entity (Nanni et al., 2018, Ramsdell et al., 2020)

Results

This material is based upon work supported by the National Science Foundation under Grant No. 1846017. Any opinions, findings, and conclusions or recommendations expressed in this material are those of the author(s) and do not necessarily reflect the views of the National Science Foundation. 

1. Aspect Retrieval: We represent the entity aspects
as fielded documents and create an index of these
aspects. We then retrieve from this aspect index using
the query.

2. Aspect Link PRF: After retrieving an initial
candidate set of text passages, the frequency
distribution of entity aspect links in these
passages are weighted by the retrieval score of
the passages to obtain a distribution of relevant
entity aspects.

3. Combination using Learning-To-Rank:
We extract entity ranking features using (1)
and (2) above, then train a L2R model using
these features. We also include other entity
retrieval features prevalent in the
literature. (See paper for details)

ENT Rank (Dietz, 2019)

• Predict query-specific relevance weighting on an entity
graph.

• Uses Entity, Neighbor, and Text features.
• Applied to candidate paragraphs with entity links to

produce an entity ranking.

Entity Support Passage (Chatterjee et al., 2019)

• Task: Given a query and target entity, find a passage which
explains why the entity is relevant to the query.

• Uses RM3-style query expansion with entities.
• Applied to candidate paragraphs with entity links to

produce a passage ranking.

BM25 on aspect index

Reranking using BERT embeddings

Best system in TREC CAR Year 2
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